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Welcome to Spotlight ON 
The Convergence of HPC and Big Data for 
Enterprise 
The “permanent revolution” driving development of increasingly powerful HPC technologies has

broken out of its original market of scientific research and transitioned into the enterprise, 
finding a strategic convergence point at big data analytics. It is here – within such disciplines as 

machine learning, business intelligence, predictive analytics and cognitive computing – that the combined 
power of clustered servers, advanced networking, massive data oceans and application software intersect 
to create the new big data world unfolding around us.

Big data holds tremendous promise, and in fact already is delivering major business benefit, from high 
volume trading in the financial services industry to enabling networks of hospitals spanning countries and 
continents to share the data of thousands of patients and draw new diagnostic correlations. With the advent 
of new technologies that gather data from an infinite array of devices and analyze that data increasingly 
close to real time, we seem to be transforming our world into something that is as digitized and virtual as 
it is physical. In short, the confluence of big data and HPC is intensely bright. 

Beyond technology innovation itself, a powerful enabler of advanced analytics is HPC-class hardware 
and open source software. Whereas in the past, HPC had been within the reach mainly of government 
funded organizations with budgets for expensive, vertically scaled up supercomputers, now horizontally 
scaled-out, Linux-based clusters of servers running in parallel to create supercomputing-class throughput 
are spreading across the high-end enterprise IT market. All of this is driven by enormous investments and 
enormous IT talent, propelling big data into what could be called “the ultimate killer ap.”

These constantly shifting developments pose major challenges to IT teams that must rapidly adopt 
new advanced scale technologies, ranging from virtualization, containerization and cloud, or fall behind. 
How do we establish greater agility in an increasingly technology-driven world to take advantage of new 
ideas and new opportunities that are coming to us? Organizations must develop sustainable competencies 
around selecting, implementing, and managing new technologies that can support emerging, business-
critical workloads. Importantly, these technologies must be deployed across an IT infrastructure (whether 
on-premises, outsourced, or a combination) that is both extremely reliable and extremely flexible.

To address this critically important topic we here share with you a range of views into the convergence 
of HPC and big data analytics from some of the leading minds in the IT industry. They offer insight into 
the key opportunities and challenges for generating maximum competitive advanced 
from extreme-scale data analytics in the enterprise. We want to 
thank Bright Computing for sponsoring this project and making it 
available to our readers interested in The Convergence of HPC and 
Big Data for Enterprise.

Doug Black
Managing Editor

EnterpriseTech
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Want a prediction that’s a lock for this, and every, year?  
The pace of innovation in advanced scale computing 
will accelerate. The spread of HPC into the commercial 

realm is bringing about profound technological change, much of 
that change focused on easing implementation and providing the 
enhanced reliability, resilience and quality of service that businesses 
require, change that will continue this year. We asked leaders 
from six technology companies to share their prognostications 
on the major trends driving HPC in the enterprise for 2016.

HPC and the Enterprise will Cross-
pollinate

Intel’s Patrick 
Buddenbaum, Director 
of the Enterprise and 
Workstation Platform 
Group, envisions a year 
in which companies 

increasingly adopt not only HPC 
technology but also HPC techniques. 
“Enterprise software development 
methods,” he said, will move “to multi-
level parallel applications developed 
in interpreted languages coupled with 
compiled languages, with stronger 
reliance on open-source, community 
development-based collaborations.”

He also sees increasing application 
of modeling, simulation and 
visualization solutions to enterprise 
analytic tools, such as big data analytics 

and interactive visualization, driving 
data analysis growth beyond the 
capabilities of today’s relatively simple 
data presentations, such as Excel bar 
charts.

Driving this will be the convergence 
of frameworks, through software 
defined infrastructures, of the HPC 
(MPI, SLURM, scheduler) and the big 
data analytics stacks and equivalent 
services (Spark, YARN). The result, 
Buddenbaum said, will be “enterprises 
balancing the compute and software 
development model that is common 
in the HPC environment (more grid-
like, more tightly coupled multi-level 
parallelism and designed for mass 
execution of tasks and assembly) with 
the traditional enterprise environment 
(more serial, spanning large, virtualized 
compute pools).”

Don’t Laugh: IoT Will Finally Take Off
Mark Barrenechea, 

CEO of OpenText, 
a big data EIM 
(enterprise information 
management) company, 
foresees 2016 as a year 

in which the IoT becomes a rapidly 
emerging reality.

“The IoT will cause massive 
disruption through better automation, 
integration, and communication,” 
Barrenechea said. “Insurance 
companies are deploying sensors and 
software to monitor how drivers behave 
and generate risk profiles using big 
data analytics that accurately align to 
or construct on-demand products to 
suit individual behavior. Thermostats 
communicate with residents and 
accumulate behavioral data to 
formulate the most energy efficient and 
comfortable schedules and settings. 
Software agents move money, stocks, 
goods, and people around the world, 
routing, optimizing, and transacting 
innumerable times a year—and these 
are just three examples already in 
enterprise use today. They will quickly 
evolve and proliferate into 2016.”

Barrenechea cited studies predicting 
that within a few years, 25 billion 
devices (according to Gartner Group) 
will be generating data, carrying with it 

Here’s What 6 Smart People Say 
Enterprise Technology Managers 
Should Pay Attention to in 2016  
(Originally published in EnterpriseTech)
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an economic impact of between $4 and 
$11 trillion (McKinsey & Company’s 
Global Institute). He envisions an 
IoT-driven future in which “perhaps 
we will even progress as a society to a 
post-scarcity economy and information 
itself will become our commodity of 
trade. Monetizing the exchange of 
information, micro-licensing, and 
transactions become prominent tasks 
as our automation and machine-to-
machine networks take care of daily 
needs.”

While the permanent revolution 
in technological innovation delivers 
tremendous advantages, it’s also the 
case, according to a 2015 CEO survey by 
PriceWaterhouseCoopers, that nearly 
60 percent of CEOs consider digital 
disruption to be a challenge to their 
businesses. The key, Barrenechea said, 
is leadership.

“Over the next five years, CEOs 
will lead by example, adopting a 
‘Digital Mindset’ driven by disruption, 
immediacy, and scale with centricity 
on journeys, experience and a real-
time-ness,” he said. “Just like we have 
an IQ and EQ, organizations need 
to develop a DQ, a ‘digital quotient,’ 
where strategy, culture, people, and 
capabilities converge. The CEO will 
lead this charge.”

2016 Forecast: Cloudier
Cloud computing 

will be central to this 
change, and John 
Engates, CTO at cloud 
solutions provider 
Rackspace, said 2015 

saw the emergence of “a multi-cloud 
world where value in cloud meant more 
than lowest cost; where companies 
would begin creating the exact mix of 
cloud infrastructure they need for their 
workloads.”

Engates also expects Security-as-
a-Service to continue to develop apace 
in 2016. While he acknowledges that 
security worries are the top concern 
among CIOs considering migration to 
the cloud, he also observed that security 
is not a core competency for most 
companies, leaving their on-premises 

infrastructures vulnerable. “In addition 
to economies of scale, cloud companies 
offering security-as-a-service also offer 
economies of expertise,” he said. He 
said cloud providers like Rackspace 
deal with attacks every day and have 
learned to deal with security threats 
on both a reactive and proactive basis, 
citing a 2014 report by the Privacy 
Rights Clearinghouse showing that only 
10 percent of data breaches took place 
in the cloud.

Engates said concerns about 
vendor lock-in will drive increasing 
acceptance by the enterprise of open 
source software.

“Choosing the wrong technology or 
provider ranks up there with security as 
one of the biggest worries keeping CIOs 
up at night,” Engates said. And that’s 
why I predict open source will continue 
to play a critical role in cloud growth. 
Last year I described OpenStack, at age 
five, as boring, and explained why that 
was good. Boring means stable and that 
stable foundation will allow enterprises 
in 2016 to more fully embrace open 
source cloud solutions and make 
them part of companies’ overall cloud 
strategies.”

The NoSQL Takeover
Dan Kogan, 

director of product 
marketing at data 
visualization software 
company Tableau, said 
the “NoSQL Takeover,” 

commonly associated with unstructured 
data, will be one of the major big data 
trends in 2016 as the benefits of schema-
less database concepts become more 
pronounced. He also said Apache Spark 
has moved from a being a component 
of the Hadoop ecosystem to the big 
data platform of choice for a growing 
number of enterprises because of its 
superior data processing speed.

“We see more and more compelling 
enterprise use cases around Spark,” 
Kogan said, “such as at Goldman Sachs 
where Spark has become the ‘lingua 
franca’ of big data analytics.”

By the same token, Kogan said, 
Hadoop projects continue to mature, 

moving from proof-of-concept to 
production stage. He cited a recent 
survey of 2,200 Hadoop customers in 
which less than 5 percent anticipate 
they will reduce their use of Hadoop in 
the next 12 months; three-quarters of 
Hadoop users plan to do more within 
the next three months and almost half 
of companies that haven’t deployed 
Hadoop say they will within the next 
12 months.

As Hadoop increasingly becomes 
a core aspect of the enterprise IT 
landscape, Kogan expects growing 
investment in Hadoop support 
components, such as security.

“The Apache Sentry project 
provides a system for enforcing fine-
grained, role-based authorization to 
data and metadata stored on a Hadoop 
cluster,” he said. “These are the types 
of capabilities that customers expect 
from their enterprise-grade RDBMS 
platforms and are now coming to the 
forefront of the emerging big data 
technologies, thus eliminating one 
more barrier to enterprise adoption.”

Accompanying this will be growing 
demand for enhanced Hadoop data 
exploration capabilities from such 
providers as Cloudera Impala, AtScale, 
Actian Vector and Jethro Data “that 
enable the business user’s old friend, 
the OLAP cube, for Hadoop – further 
blurring the lines behind the ‘traditional’ 
BI concepts and the world of ‘Big 
Data’.” Kogan also said self-service data 
preparation tools will continue explode 
in popularity.

Another trend Kogan foresees 
gaining in 2016 is a major shift in on-
demand data warehousing technology 
to the cloud, where Amazon led the way 
with Redshift and now has competition 
from Google (BigQuery) and Microsoft 
(Azure SQL Data Warehouse) and 
Teradata, along with start-ups such as 
Snowflake. Kogan cited studies showing 
that most companies using Hadoop will 
also keep their data warehouses.

“With these new cloud offerings, 
those customers can dynamically scale 
up or down the amount of storage 
and compute resources in the data 
warehouse relative to the larger amounts 
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of information stored in their Hadoop 
data lake,” he said, adding that with 
the IoT driving a petabyte-scale data 
explosion, the leading cloud and data 
companies will introduce IoT services 
that enable data to move seamlessly to 
their cloud-based analytics engines.

“Though these changes and trends 
may seem disparate,” Kogan said, 
“they’re all linked by the need to work 
with data quickly and conveniently. 
As big data changes and new ways of 
working with that data pop up, the 
details shift, but the song remains the 
same: everyone’s a data analyst, and 
there’s never been a more exciting job.”

Data (In)Security
On the data security 

front, Rohit Gupta, 
CEO of Palerra, said 
IoT-driven data will 
lead to new varieties 
of breach threats, such 

as attacks on computers in cars that 
cause massive road incidents, on PHI 
data from systems monitoring patient 
medical devices and on information 
about homeowners’ electrical and water 
usage.

To combat this, Gupta predicts that 
collaboration between threat detection 
vendors will grow beyond sharing 
of virus signatures to include IoC’s 

(indicators of compromises).
“As IoCs continue to gain 

importance,” Gupta said, “the vendors 
will start to collaborate and pool their 
resources together to offer the quickest 
and most accurate way to detect 
compromises.”

A Break-out Year for Containers
Finally, we have 

predictions related to 
the rapidly evolving 
world of containers, 
which Luke Marsden, 
CTO of   container 

data management vendor ClusterHQ, 
asserts will drive the next wave of public 
cloud adoption – even by large, highly 
regulated industries.

“While it might not seem like 
containers (the supposedly less-secure 
virtualization alternative) will push the 
most conservative enterprises towards 
public cloud,” Marsden said, “that is 
exactly what is happening.”

While Netflix was the AWS customer 
that most typified the first wave of cloud 
adoption (high scale, high complexity), 
he said, Capital One, one of the U.S.’s 
largest banks, typifies the second cloud 
revolution. “The benefits in speed and 
agility for containers are so great that 
large, established and heavily regulated 
industries will turn to containers in 

droves as a way to innovate in the face 
of stiffer competition.”

Key to enabling this will be the 
adoption of standards.

“A range of standards bodies 
have emerged recently to deal with 
the issues around interoperability in 
container environments, from the Open 
Container Initiative to the Cloud Native 
Computing Foundation,” Marsden said. 
“This trend will continue with standards 
emerging at all levels of the container 
stack, from runtime and format, to 
security, to networking and storage. As 
a community driven by technical merit 
— not marketing budgets — container 
projects that get real developer traction 
will be quickly adopted as the standard 
in the fast moving container ecosystem.

Having said that, Marsden also 
believes companies won’t begin 
making large investments in container 
technology until 2017.

“This coming year will be a time 
when Docker progresses from primarily 
the domain of DevOps and becomes 
more prevalent in a greater variety of 
enterprise use cases. However, even with 
the front office starting to pay closer 
attention to the benefits of containers 
from a business perspective, it will be at 
least another year before million dollar 
contracts with container companies 
becomes a regular occurrence.”
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While the shifting architectural landscape of elite 
supercomputing gets a lot of the spotlight especially 
around TOP500 time, cluster computing has grown to 

comprise more than three-quarters of the HPC market. At a joint 
Cray-IDC webinar held earlier today, the partners discussed how 
clusters, and specifically scale-out “cluster supercomputers,” are 
evolving in ways that can benefit from supercomputing technology.

Steve Conway, research vice 
president of High Performance 
Computing at IDC, made the point 
that clustered servers (clusters) have 
democratized the supercomputing 
market. Clusters are the dominant 
type of HPC systems today, owing to 
the compelling price/performance 
that is enabled by their heavy reliance 
on industry-standard technologies. 
According to IDC market research, 
spending on all supercomputers about 
doubled from 2009 to 2014, and 
clusters captured an ever-larger share of 
this growing market segment. In 2014, 
clusters accounted for over 85 percent 
of worldwide HPC server revenues, up 
from just 33.5 percent five years prior.

“Although tightly-coupled 
supercomputers that capture a lot of the 
media headlines are indispensable for 
the most challenging HPC problems, 
most big problems can be handled 
very well by large scale-out clusters,” 
said Conway. The vast majority of big 
supercomputers, ones that sell for more 

than $500,000, are clusters — IDC 
calls these “cluster supercomputers.”

Conway pointed out that in this 
high-end >$500,000 segment, the 
average price point in 2014 was a little 
over $2 million, noting that this of 
course includes some supercomputers 
that cost more than $100 million. “In 
the former era of monolithic vector 
supercomputers, the biggest machine 
you could buy cost about $30 million 
because they really weren’t scalable 
systems,” said Conway, adding that 
“today’s clusters can scale way up and 
way down.” The average workgroup 
cluster cost just $19,000 in 2014.

Over the past five years, IDC 
figures show that average core counts 
have almost doubled. This means that 
there are more parts to manage in the 
typical cluster and a higher probability 
of having one or more of the parts fail.

“But escalating core counts are 
only one of the cluster management 
challenges users consistently point 
out to us in research studies,” Conway 
observed. “The challenges pretty much 
begin with the fact that clusters are 
made up of independent computers 
that were not originally designed to 
work with each other. You really need 
outstanding networking and software 
technologies to overcome this deficit 
and to coax strong performance out of 
clusters.

“Other important challenges 
include heterogeneous components, 
especially the addition of accelerators 
and coprocessors, but also on the 
software side, the components of 
the software stack have become very 
numerous and very varied. The basic 

Gearing Up for the Cluster 
of Tomorrow
(Originally published in HPCwire) 
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cluster architecture doesn’t really vary 
and that’s a great benefit but vendors 
offer a whole spectrum of configuration 
choices and that adds to the 
management challenge as well so does 
data movement and storage especially 
given the growing importance of big 
data workloads.”

Storage vendors cite their biggest 
challenges as mixed I/O, that is having 
to deal with both batch and streaming 
data on the same cluster.

“As you’d expect the cluster 
challenges are exacerbated in cluster-
supercomputers,” Conway shared. “It’s 
easy to build a really big cluster but it’s 
not easy to build one that works at large 
scale. Only a few vendors in the world 
have mastered that art — Cray being 
one of them. The company figured out 
how to make really big supercomputers 
work decades before it got into the 
cluster business and they’ve been 
exploiting that expertise and experience 
for the cluster-supercomputer products 
that they make now.

“Making these mega-clusters 
effective in production settings you need 
to deal with reliability and resiliency 
in situations where one or more parts 
may be in failure mode. Otherwise you 
can lose on your long running jobs, 
and that’s painful. You need to monitor 
wellness, and anticipate parts failures 
before they happen so the system can 
do workarounds and you have to keep 
the data moving to keep the processors 
busy. Power and cooling is another big 
challenge.”

In a recent study, buyers listed the 
improvements that they most desired. 
At the top of the list were tighter 
integration of the architecture, more 
resiliency, more capable management 
software, better interconnects and I/O 
and storage improvements.

“More scalable, resilient and 
integrated architecture” was the most 
cited response, getting the attention of 
53 percent of those surveyed.

Near the bottom of the list, 
not surprisingly, was higher system 
utilization. The average cluster or 
supercomputer has utilization rates at 
about 90 percent or better, compared 

with about 30 percent utilization in 
the enterprise server market. These 
numbers help explain the very low 
adoption rates for virtualization and 
server consolidation in HPC.

In line with user pain points, the 
software stack is going to be getting a 
lot more attention, according to the IDC 
analyst, due to the fast growth of clusters 
in size and complexity. Areas ripe for 
improvement include robustness; 
autonomic functioning and machine 
learning to relieve programmers, users 
and administrators; collaboration 
tools; and rebalancing of the stack to 
align with the rebalancing of workloads 
towards greater data-centricity.

IDC sees this as an attractive 
market for vendors and the numbers 
back this up. HPC systems software is 
on track to grow to $1.6 billion in 2019 
and most of this will go to clusters since 
they represent most of the HPC market.

Increased heterogeneity is also 
driving cluster complexity as the market 
seeks alternatives to x86 processors 
that offer better data-level parallelism. 
The opening has allowed accelerator/
coprocessor adoption to ramp up quickly 
with site deployment going from 9 
percent to 77 percent from 2008-2013, 
but as IDC and other analysts have 
noted, the growth is wider than it is 
deep. A lot of sites have a small number 
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of such devices used for exploratory 
or experimental purposes rather than 
production computing. Interestingly, 
IDC has found that industrial firms 
tend to buy fewer accelerator and 
coprocessor parts in relation to x86, but 
deploys them in production scenarios at 
higher rates.

Conway also commented on 
another fast-growth market for HPC 
clusters: high-performance data 
analysis (HPDA). It’s not very big yet at 
just under a billion dollars on the server 
side, but it’s headed to $2.6 billion in 
2018. This is a growth rate that is 
about three times that of overall HPC 
server sales. Some of it is organic owing 
to existing HPC sites that are doing 

data-intensive simulation and adding 
analytics to the mix — but some of it 
is brand new, coming from commercial 
companies adopting HPC purely for 
analytics because their enterprise 
technology cannot handle it.

This slide from IDC lists the major 
reasons that this newer part of the 
market is turning to HPC for analytics 
because as Conway put it “there is 
no place else to go with enterprise 
technology.”

The driver that doesn’t get talked 
about as much as others is the third 
bullet point: variability. While the 
volume of data can be thought of as as 
rows in a table, variables can be thought 
of as the columns, Conway observed.

The major background trend is the 
move away from the static searches that 
characterized the past two decades to 
an era of pattern discovery.

In a statistic that may come as a 
surprise, IDC’s findings show a full two-
thirds of HPC sites are performing high-
performance data analysis work, which 
includes data-intensive simulation and/
or advanced analytics, with 30 percent 
of all HPC cycles spent on these “big 
data” tasks. The study also showed how 
Hadoop is about as widely used in HPC 
as it is in the commercial market and 
it’s just starting to come into its own 
because of the addition of hooks that 
allow it to be used productively in HPC. 
HPDA users’ wish list for future clusters 
includes better interconnects, I/O and 
storage.

In summary, while the entire 
cluster segment is facing issues relating 
to heterogeneity, configurations and 
data delivery, cluster supercomputers 
are facing additional pain points, which 
IDC lists as:

• Performance at scale.
• Reliability/resiliency at scale.
• System wellness monitoring.
• Data movement.
• TCO/opex (especially power/

cooling).
In part two of this feature, we will 

take a look at how Cray’s experience 
with high-end supercomputing has 
evolved into a strategy to address these 
needs.

http://www.hpcwire.com/2015/07/28/cray-details-cluster-strategy/
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Machine learning and intelligence attract a lot of 
attention in the big data community. Now researchers 
are looking for ways to combine the emerging 

technology with human computation skills in areas like “creative 
abstraction” to tackle some of the planet’s toughest problems.

Researchers at the Human 
Computation Institute and Cornell 
University stressed in a recent article 
published in the journal Science that they 
seek to combine the raw horsepower of 
high-performance computing with the 
subtle cognitive skills of humans. The 
combination of machine intelligence 
and human computation—defined 
as the “science of crowd-powered 
systems”—would allow humans and 
machines to ” accomplish tasks that 
neither can do alone,” the researchers 
insist.

Examples of human computation 
range from Wikipedia to the web 
widget used to transcribe distorted 
text to prove a user is human. The 
researchers said they want to build on 
those early examples of human-machine 
interaction to tackle intractable, or 
“wicked,” global problems like climate 
change and pandemics that have so 
far defied traditional problem-solving 
methods.

The research institute seeks to 
forge partnerships among human 
computation specialists, domain 
experts, on-the-ground relief agencies 

like the Red Cross and potential 
funding sources like government 
agencies. That approach is combined 
with crowd-sourcing techniques, citizen 
scientists and “distributed knowledge 
collection” that can make more precise 
observations than machines alone and 
do so at massive scale.

Once data is gathered, machines 
with learning abilities can chew on 
the data to help come up with possible 
solutions to “wicked” problems.

Along with projects focused 
on environmental and geopolitical 
concerns, human computation 
researchers are applying the approach 
to treating diseases like Alzheimer’s. 
The institute’s collaborators at Cornell 
University have used new imaging 
techniques to study a symptom 
association with Alzheimer’s Disease 
and other forms of dementia: reduced 
blood flow to the brain. Understanding 
the mechanisms behind this reduced 
blood flow has pointed to a potential 
treatment that could reduce cognitive 
symptoms and slow disease progression, 
researchers said.

The catch is that additional research 

is extremely labor intensive, requiring 
several weeks of data recording by 
laboratory personnel to collect a hour’s 
worth of relevant data. “Indeed, the 
curation aspect of the analysis is so 
time consuming that to complete the 
studies necessary for identifying a drug 
target could take decades,” researchers 
warned.

Enter human computation, which 
proponents assert could be used to 
handle “perceptual tasks” that are 
beyond the capability of machines but 
relatively easy for humans. “We aim 
to address the analytic bottleneck via 
crowdsourcing using a divide-and-
conquer strategy,” researchers said.

Along with Cornell, the effort to 
crowd source a treatment for Alzheimer’s 
Disease includes researchers from 
Princeton University, University of 
California at Berkeley and the citizen 
science project coordinators SciStarter 
and WiredDifferently. (The latter 
group helped map the neurons on the 
human retina to help researchers better 
understand how vision works.)

Those interested in participating 
in the Alzheimer’s research project can 
register here.

Melding Human, Machine Computing 
to Solve Big Problems
(Originally published in Datanami) 

http://humancomputation.org/
http://humancomputation.org/
http://www.sciencemag.org/content/351/6268/32
http://scistarter.com/
http://wireddifferently.org/
http://wecurealz.com/
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The latest version of convergence – blending traditional HPC 
and big data computing into a ‘single’ environment – dominates 
much of the conversation in the HPC today, including within 

HPCwire. Elegant unified solutions, certainly at the very high end, are 
still in the making. That said, Bright Computing is in the thick of efforts 
to transform clusters and clouds into ‘unified’ platforms comprised of 
hybrid resources that support both traditional HPC and big data today.

In mid January Bright Computing 
released version 7.2 of its cluster and 
cloud management software suite. 
Last week Bright was awarded a 1.5 
million Euros grant from the European 
Commission Horizon 2020 program 
Grant around integrating HPC-big 
data-OpenStack functionalities into its 
product suite. Sometime in Q1 2016 
the company expects to announce more 
OEM partners, said company founder 
and CEO Matthijs van Leeuwen. If 
timing is everything, then the timing 
seems right for Bright Computing.

The infrastructure complexity 
being created by efforts to combine 
HPC and big data infrastructures 
represents a huge challenge to the HPC 
community and a rapidly expanding 
opportunity for Bright Computing. 
Well established in HPC and growing 
quickly in the enterprise, the Bright 
Computing platform is a resource 
allocation and management platform. 
To the extent the company’s products 
– Bright Cluster Manager for HPC, 

Bright Cluster Manager for Big Data, 
and Bright Open Stack – deliver as 
promised, the platform is an important 
tool for creating single use (HPC or big 
data) and mixed use (HPC and big data) 
clusters and (private) clouds, along with 
the ability to burst to public clouds as 
needed.

Bright Computing founder and 
CEO Matthijs van Leeuwen compared 
the current situation to the early days 
of Boewulf clusters.

“Researchers began putting 
clusters together themselves, ignoring 
traditional supercomputer vendors, and 
there was no commercial management 
software available. I think we are 
going to see the same situation now as 
we go into a new era where everyone 
wants to combine HPC and big data 
technologies. Those who are still doing 
a lot of this stuff in-house, with their 
own scripts, sys admin, and dev-ops 
are going to find it is too cumbersome, 
time-consuming, and risky. They will 
want to have that automated.”

Consider just a couple of the 
difficulties in merging the two 
environments. A Hadoop cluster 
typically has a bunch of storage on 
every compute node. HPC clusters may 
have diskless nodes with no storage 
whatsoever. Hadoop uses Hadoop 
Distributed File System; HPC systems 
tend to rely on GPFS (now Spectrum 
Scale), Lustre, or NFS – although 
van Leeuwen is quick to add, “it is 
possible with Bright software to easily 
set up a common files system, Lustre 
in particular, that will work both with 
the HPC and big data for Hadoop and 
Spark.”

The point is that combining HPC 
and big data in a single environment 
isn’t a trivial task, and that cobbled 
together hybrid resources are immensely 
challenging to manage. There are many 
hardware, software, and administration 
issues to deal with (for example, see 
HPCwire article, Toward a Converged 
Exascale-Big Data Software Stack). 
Moreover mixed-use environment 
performance typically doesn’t match 
pure-play HPC.

There is also a more general trend 
for consolidation inside the datacenter, 
according to van Leeuwen, “It’s a move 
away from datacenters with dedicated 
HPC clusters, dedicated Hadoop 
clusters, and other types of dedicated 
clusters or server farms. More and more 
HPC will move to the public cloud, but 

Create Mixed HPC/Big Data Clusters 
Today Says Bright Computing
(Originally published in HPCwire)

http://www.brightcomputing.com/
https://ec.europa.eu/programmes/horizon2020/en/what-horizon-2020
http://www.brightcomputing.com/product-offerings/bright-cluster-manager-for-hpc
http://www.brightcomputing.com/product-offerings/bright-cluster-manager-for-big-data
http://www.brightcomputing.com/product-offerings/openstack
http://www.hpcwire.com/2016/01/28/toward-a-converged-software-stack-for-extreme-scale-computing-and-big-data/
http://www.hpcwire.com/2016/01/28/toward-a-converged-software-stack-for-extreme-scale-computing-and-big-data/
https://hadoop.apache.org/
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I don’t think it is going to be a dramatic 
shift. It’s been gradual over the years 
and I don’t see anything coming that 
would cause a dramatic shift.”

The Bright Computing platform 
performs provisioning, monitoring, 
and management down to bare metal. 
Job schedulers, Slurm for example, are 
integrated on top of Bright. Start with 
servers, the physical infrastructure, 
all running Linux. “We install Bright 
across that with agents running inside 
each [server]. I call this the foundation 
[layer],” said van Leeuwen.

As shown in the diagram (left), it’s 
possible to create and manage multiple 
different clusters (HPC or Hadoop) 
defined by Bright and implemented 
through the foundation layer over the 
physical infrastructure.

From its start Bright has focused on 
HPC, the natural result of van Leeuwen’s 
background. His Ph.D. in Stochastic 
Subsurface Modeling (Imperial 
College, UK) required HPC resources 
including running simulations on Cray 
and Fujitsu supercomputers as well 
as commodity HPC clusters. In recent 
years the company has also aggressively 
incorporated capabilities for handling 
‘big data’ oriented infrastructure 
(Hadoop and Spark) and embraced 
OpenStack for private clouds.

“Many people don’t realize that 
OpenStack does not install on bare 
metal. You need to do a lot of preparation 

before you can start installing 
OpenStack. The Bright foundation 
provides all of that that. Neither does 
Hadoop install directly on bare metal,” 
said van Leeuwen. It’s true that Hadoop 
suppliers such as Hortonworks and 
Cloudera have begin introducing bare 
metal deployment mechanisms, he 
agreed, “but they only work if you have 
a dedicated Hadoop cluster.”

Positioned as a complete cluster 
resource allocation/management 
solution – provisioning, monitoring, 
security, and updating – Bright works 

with most job schedulers. “We actually 
install and configure them and take 
care of failover of the workload 
management. That’s a real critical 
element. We sample all the metrics 
from the workload management and 
when a customer grows and shrinks its 
cluster, we make sure that the workload 
manager knows so the sys admin will tell 
Bright I’m adding 10 nodes and bright 
will automatically in the background 
reallocate work,” said van Leeuwen.

Users can choose between 
graphical or command line UIs. van 
Leeuwen emphasized ease-of-use as 
a differentiator. The company issues 
product updates twice yearly, and now 
tried to closely track OpenStack releases 
to incorporate its latest features. Here 
are a few version 7.2 highlights:

• Bright Cluster Manager includes 
enhanced support for running 

containers on nodes using 
Docker. Administrators and 
other users can easily set up 
a web workload orchestration 
system or to run other 
containerized workloads with 
Kubernetes. Administrators 
can configure the system, add 
new users, monitor the system, 
and easily update it. Other 
updates include improved 
integration with Puppet to 
simplify fine-grained control 
over individual nodes, ZFS 
support to provide a robust 
alternative to BtrFS for 
software image revision 
control, and support for Intel 
Omni-Path.

• Bright Cluster Manager for Big 
Data has enhanced support 
for Apache Spark, as well 
as the latest releases from 
Apache, Cloudera, and 
Hortonworks. It now also 
offers built in integration for 
such components as Apache 
Accumulo, Apache Kafka, 
Apache Pig, and Apache 
Storm. New tools like Apache 
Drill, Apache Flink, Apache 
Zeppelin, and the Tachyon 
open source memory-centric 
distributed storage system 
are now also supported.

• Bright OpenStack has been 
updated to OpenStack Liberty, 
which offers users finer-
grained management controls, 
performance enhancements 
for large deployments, and 
more powerful tools for 
managing new technologies 
such as containers in 
production environments. 
Deployment has been 
simplified by grouping 
OpenStack nodes into logical 
units using configuring 
overlays, streamlining the 
cluster manager graphic 
user interface (CMGUI) 
OpenStack deployment 
wizard, and adding a new 
basic CMGUI wizard.

http://slurm.schedmd.com/
https://www.openstack.org/
http://hortonworks.com/
http://cloudera.com/
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“The [new] Docker and Kubernetes 
integration is one of those features that 
basically leads a whole new track on 
our roadmap. For some features it’s a 
one-off; you do it and it is done. Some 
features are basically keeping up with 
updates from third party packages 
etc. Then there’s new functionality 
that really opens a new track on the 
road map and container integration is 
definitely one of those with recurring 
improvements,” said van Leeuwen.

He noted that container 
(‘lightweight’) and virtual machine 
(‘heavyweight’ but more power) 
advocates continue jockeying for sway. 
It’s not an either or proposition, van 
Leeuwen insists. Within HPC world 
dominated by a knowledgeable user-
focused community, containers are often 
sufficient. Enterprise requirements are 
often quite varied and require more sys 
admin coordination.

“[In a big company] there’s going 
to be a department that quickly needs 
a web server or five servers for SAP 
and containers are going to be no use 
to them; they are going to need virtual 
machines. Or somebody that quickly 
needs to set up an Oracle database; 
again containers are going to be no use, 
they are going to need virtual machines. 
Containers are more important from a 
user perspective, from the application 

perspective, but virtual machines are 
more important from the systems 
administrator’s perspective. I think 
in HPC the users more often need a 
container than a virtual machine.”

OpenStack, van Leeuwen noted, is 
adept at managing virtual machines, “It 
can stand one up, move it around, shut 
it down, but OpenStack doesn’t really 
have much control over what’s going on 
inside the virtual machine. It looks at 
them as a black box. All these virtual 
machines run an operating system, 
mostly Linux, some may run Windows 
or something else.”

Bright solves this challenge by 
deploying its agents inside VM’s 
operating systems, gaining full control 
of the environment inside the virtual 
machine. With the agents in place, it’s 
possible to then put yet another Bright 
foundation layer on top. This ability 
to layer is important on mixed-use 
environments, he said: “We can start 
building the same things, HPC on top, 
big data on top, other, and even again 
open stack, in theory you continue 
building on top.”

https://www.docker.com/
http://kubernetes.io/
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Messaging around HPC-big data convergence which 
had been ramping up all year reached new heights at 
SC15 — and you’d be hard-pressed to find a bigger 

champion of the unified platform strategy than American 
supercomputer-maker Cray. HPCwire met with Cray’s Barry Bolding 
at the show in Austin last month to discuss the company’s latest 
customer wins, its take on OpenHPC and its plans to over time 
coalesce its product lines toward a single flexible infrastructure.

Although the company didn’t have 
major product refreshes this year, it 
still had plenty to talk about. “The 
show for us is focused on a couple of 
really interesting customer wins that 
we did press releases on,” said Bolding. 
“They are interesting because they are 
indicative of some of the trends we are 
seeing.”

He’s talking about the Institute for 
Computational Mathematics (ICM) out 
of Warsaw, which Cray provided with an 
XC40 system, and the fact that ICM is 
interested in doing a mix of traditional 
HPC and analytics on the system.

This is what Cray is seeing more 
and more of – HPC users that want 
to bring analytics workloads into their 
workflows. It’s something that Cray has 
been working on with another partner 
and customer, the National Energy 
Research Scientific Computing Center 
(NERSC), which has been developing 
ways to incorporate analytics intensive 
workloads on its systems.

For the last couple of years, Cray 
has been teaming with NERSC through 
their joint Center of Excellence, to 
develop Shifter, which is enabling 
Docker to be brought onto Cray systems.

“That’s probably the sleeper 
announcement that I think is most 
important,” said Bolding.

“Our systems are already the most 
productive systems in the world for 
highly-scalable applications and for 
the physics simulation type workloads 
that are compiled,” he continued. “For 
Crays, Docker allows users to be more 
productive for a very wide range of 
applications because they are able to 
containerize any application and bring 
that onto the Cray system regardless of 
what OS is employed or what libraries 
it needs.

“NERSC is really interested because 
they think that their XC systems are 
actually more productive than clusters 
and that they can consolidate some of 
their infrastructure — it’s an attempt 

at server consolidation to bring 
those workflows right onto the same 
machine. And it also provides access to 
new languages on the Cray: things like 
Python, R, you can now containerize 
those and run those on a Cray system.”

“Remember,” Bolding elaborated, 
“our Cray XC systems were pretty 
stingy about allowing modifications 
to the system because they can affect 
scalability. We do run Linux, and we 
offer cluster compatibility mode. We’ve 
tried to make them as open as possible, 
but we don’t want to give up scale. 
Docker is a really nice way to now 
provide a complete infrastructure that’s 
compatible with the rest of the world 
and not have to compromise on the big 
jobs.”

The reason Shifter is needed is 
to make Docker compatible with 
the Lustre-based high-performance 
infrastructure. Docker was created in 
commodity environments where Lustre 
doesn’t exist, Bolding explained, so one 
of the things Shifter allows is the ability 
to run Docker where Lustre is the file 
system.

The other customer that Cray 
announced was the Alfred Wegener 
Institute in Germany. This is Cray’s 
first CS announcement with the Omni-
Path 100 network in it – which Bolding 
characterized as “an alternative to 
InfiniBand today for doing cluster 
solutions.”

Cray Lays Out Vision for 
HPC-Big Data Convergence
(Originally published in EnterpriseTech) 

https://www.nersc.gov/science/math-and-computer-science/nersc-cray-center-of-excellence/
http://www.hpcwire.com/off-the-wire/cray-xc-software-to-feature-docker-container-capabilities/
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“We’re supporting InfiniBand and 
the Omni-Path 100 in our CS line,” 
Bolding shared. “The design of Omni-
Path is a good design, a high-performance 
network much like InfiniBand. It has 
similar characteristics in many ways, 
so it will really come down to customer 
choice on that.”

Upon further prodding, Bolding 
added: “If you really want scale you 
need Aries. The Aries interconnect has 
features that do not exist in InfiniBand 
or Omni-Path 100, and those features 
are all built around the scalability, 
the Dragonfly topology, the adaptive 
routing, the packet decomposition, 
where we’re able to break packets 
and spread them across the Dragonfly 
network. Those types of features do not 
exist in any network on the planet and 
will not exist in any other network for 
years to come.”

Recall that Cray transferred its 
interconnect program and expertise 
to Intel in 2012, but Aries was kept 
exclusive to Cray under a protected 
agreement.

Some of the folks who worked on 
the circuit design went over to Intel 
as did some of the IP of the future 
technologies that could be used in 
future designs, Bolding acknowledged. 
“We have an agreement to work on 
that roadmap. The first system you 
will see with a network that is truly 
philosophically derivative of that is 
going to be the Aurora system that we 
announced earlier this year, which will 
feature the next-gen Omni-Path.”

Bolding is of course referring to the 
final piece of the CORAL triumvirate, 
which has Cray and Intel teaming up to 
provide Argonne National Laboratory 
with a 180-petaflops supercomputer in 
the 2018 timeframe. This will be the 
first system built on Cray’s “Shasta” 
architecture, which is a follow on to 
its current XC series. Shasta is really 
“an unannounced product,” Bolding 
commented, but Cray released the 
name ahead of schedule, a nod no doubt 
to the significance of this “exascale-
oriented” leadership-class system.

“In 2016, we’re going to be 
announcing products around some of 

the new processors that are coming 
out,” Bolding continued. “We’re going 
to be delivering some Knights Landing-
based systems. It’s going to be a really 
exciting year.”

Naturally, Cray has engineering 
samples of Knights Landing processors 
and is doing a lot of testing. The 
company is also working with partners 
on getting codes ported over to Knights 
Landing. They have a lot of codes 
ported, Bolding noted, but Cray won’t 
disclose performance numbers until 
they get closer to launching product.

“We have a good relationship with 
Intel and we’re a key partner so we can 
do one thing that many partners cannot 
which is test samples at scale,” Bolding 
commented. “And based on that, we are 
confident that we are going to deliver 
great systems, including Trinity at Los 
Alamos National Laboratory (LANL) 
and Cori at NERSC.”

When Three Become One
The big takeaway from our 

conversation with Bolding is that Cray is 
laser focused on a converged analytics/
big data/HPC roadmap. He sees wide 
agreement from the community that 
this will happen. “They don’t know how 
it will play out but they all agree, that’s 
where things are going,” he said.

“To be honest, I don’t even want 
to call it converged,” he continued. 
“We believe that the supercomputing 
infrastructure of the future is a big data 
infrastructure. They are synonymous. 
They don’t separate. If you want to be 
a supercomputing company in 2020, 
you better have an infrastructure that’s 
able to do those workloads and do them 
well.”

Cray believes that with its DataWarp 
technology and tight interconnects, and 
software flexibility like Docker, it has all 
the ingredients necessary to achieving 
this coming paradigm.

“Short-term, we don’t need just 
Moore’s law to innovate,” Bolding said. 
“If you can optimize the workflow, 
you can push off the Moore’s law wall 
a little bit. We’re still going to face a 
tremendous disruption, but I don’t see 
it as a short-term issue. It’s way out in 

the next decade.”
“To some extent in the roadmaps 

of Intel and the other chip providers, 
you are seeing a lot more flexibility in 
the way that cores are used,” he added. 
“And that will push the Moore’s law wall 
father out. Because productivity is what 
it’s about right now, which is perfectly 
situated where Cray has always been. It’s 
about the productive supercomputer, 
not about more cores or faster clock 
speeds. It’s about the least expensive 
per unit of work, not least expensive per 
LINPACK cycle.”

The Promise of OpenHPC; the 
Significance of DataWarp

The OpenHPC play to unify the 
HPC software stack aligns with Cray’s 
strategy with the caveat that the effort 
must truly be processor agnostic. The 
Linux Foundation involvement was a 
big factor in Cray signing on, but having 
seen similar missions thwarted, their 
approach is one of cautious optimism. 
The supercomputing company wants 
to focus on the places where it can 
differentiate, Bolding shared. “For Cray 
that’s at scale, but there are other places 
in the stack that aren’t differentiators, 
they are rites of passage and if we can 
collaborate with the community to 
streamline that, it means more R&D 
money can be spent on the high value 
to the customer.”

When it comes to differentiating – 
for Cray it’s about moving data in and 
out, moving data around the stack, 
and this is why DataWarp is such a 
significant investment.

Bolding said that the DataWarp 
burst buffer technology is fundamental 
to Cray’s roadmap going far out into the 
future.

He highlighted two sites that 
have pretty large instantiations with 
hundreds of SSD cards – the Trinity 
system at LANL, where Cray delivered 
the Xeon Haswell portion already, and 
King Abdullah University of Science 
and Technology (KAUST) .

“People have been historically 
buying bandwidth by buying more 
spindles and at systems where we sold 
tens or twenty thousand spinning disks 
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to build a big Lustre file system, that’s 
great – but you don’t necessarily want to 
buy more disks to get more bandwidth,” 
he said. “You want to buy more disks 
to get more storage, and then you 
want to be able to get bandwidth from 
something that is less expensive and 
maybe not as a high on capacity. That’s 
what DataWarp does. So we’re seeing 
higher bandwidth from this KAUST 
installation than we’re getting from 
the biggest Lustre installation we’ve 
done and very high IOPS too, whereas 
spinning disks aren’t great at IOPS.”

Cray doesn’t build its own storage, 
rather it works with Seagate on a version 
of their ClusterStor storage for Lustre. 
The Cray-branded Sonexion storage 
system is a derivative of ClusterStor line, 
part of an agreement originally started 
with Xyratex before it was acquired by 
Seagate in March 2014.

One place where DataWarp is not 
a replacement for Lustre is for small 
installations, Bolding noted. “At certain 
sizes, you need to have that capacity, 
you can get that balance, and it doesn’t 
make sense to only have an SSD layer, 
which is still pretty expensive relative to 
disk,” he explained.

Big Data Detour?
Given Cray’s current unification 

mantra, it’s worth noting that its big 
data bifurcation, Yarc Data, ended with 
the division being reabsorbed by Cray 
one year ago. Others in the HPC space 
that took similar circuitous routes to 
embrace big data are having the same 
awakening. I asked Bolding what he 
makes of it.

“You have to consider the emergence 
of text-based search being the history 
of big data. There’s always been BI, 
databases, structured databases, and 
it’s still there,” said Bolding. “But the 
innovation that Google and others 
brought with MapReduce to be able to 
just search and open up search as a way 
to sift through data is tremendously 
powerful, but they designed it for text-
based search. Then, the community 
decided to use it for cognition, for 
graphs. Suddenly you had this explosion 
of use cases that sprung up around text-

based search which we call analytics, 
but analytics always was there. It’s not 
new, it’s a new way of doing it.

“And now we’re looking at relational 
databases, MapReduce, Spark and big 
simulations – wow these are all really 
powerful. How can we get them all to 
work together? But you don’t want to 
have three systems.”

Cray still has its Urika-XA Hadoop 
platform and Urika-GD, its graph 
product. Bolding said these have been 
successful, but because Urika provides 
such a competitive advantage, customers 
haven’t been willing to disclose those 
wins like they have with XC and CS.

But more to the point in terms of 
future roadmap, they don’t want to buy 
two infrastructures. Cray is working 
on bringing the analytics and big data 
technologies together.

Cray wasn’t ready to disclose actual 
product details yet, but its strategy is 
crystal clear: working towards a united 
platform. It’s what makes sense and 
it’s what their customers want, noted 
Bolding.

“Urika is going to continue,” Bolding 
affirmed, “It’s a big investment for us, 
but can we marry technologies between 
these two lines?”

Cray says that more will be revealed 
soon. The company will be rolling out 
announcements around partnerships 
and technologies in the first quarter and 
into the second quarter. “From a what 
we can say today, we are fully dedicated 
to the convergence of analytics and big 
data and Urika is a big part of that and 
the evolution of Urika is a big part of 
that.”

Big Growth Supercomputing
Cray has seen strong commercial 

growth in the last year. It’s anticipating 
over 15 percent of its revenue to be in 
commercial in 2015, which is more 
than twice as much as a percentage 
of revenue over last year. This strong 
growth is driven by multiple segments 
— namely manufacturing, energy, 
oil and gas, financial services and 
life sciences — and by very complex 
algorithms, Bolding commented. “Many 
industries are driving high bandwidth, 

low-latency networks,” he added. “They 
need productivity, all the things that 
Cray’s been focused on for the last few 
years.”

This doubling of percentage of 
revenue happened while their revenue 
has grown significantly. Cray’s last 
earnings call projected $715 million in 
revenue for 2015, which is a growth of 
about 20 percent over the previous year 
in top-line revenue. The stock prices 
have reflected the positive projections 
with a rise from the low 20s up to mid 
30s.

Cray has been averaging about 
20 percent growth the last few years, 
bucking the common wisdom that says 
that there’s no money to be made in 
supercomputing. According to Bolding, 
Cray sets its targets internally by aiming 
for about twice the market rate. “So if 
IDC says it’s 8 percent, we want to grow 
at 16 percent – that’s the way we look at 
it – it means that you’re taking market 
share and you’re growing,” Bolding 
stated.

“And we can do that for a number of 
reasons at the high-end,” he continued. 
“We are more complimentary to cloud 
than competitive, so cloud is not eating 
our lunch today, and we are focused 
on keeping that from happening in 
the future. Two, there is chaos in the 
competitive landscape. BlueGene isn’t 
in the marketplace, POWER is not 
doing very well, and Lenovo is uncertain 
for some. It provides an opportunity for 
us and a few other vendors.”
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The Boeing Company has one of the largest corporate IT portfolios 
in the world, an organization comprised of some 7,500 people, 
most of them in the United States. Instrumental to product design 

at the company’s commercial, defense and R&D units is the Enterprise 
HPC Service. Developed in recent years, it’s a centralized advanced scale 
computing capability and a resource sharing organization that was initially 
met with skepticism, if not downright hostility, by some Boeing engineers.

The HPC service is part of an overall 
strategy for delivering advanced scale 
computing into the hands of Boeing 
design engineers when they need it. 
The strategy isn’t just concerned with 
the why of using HPC, or which HPC 
technology to use. It’s also a methodology 
to maximize the value of HPC at Boeing 
and ensure fair distribution of HPC 
resources.

“We don’t just do HPC because 
it’s cool, even though it is,” said Joerg 
Gablonsky, associate technical fellow 
and chair of the Enterprise HPC 
Council, Information Technology. “We 
are a commercial company, so it’s all 
about driving business value. We need 
to drive future products. We need to 
design things faster, more efficiently, 
more accurately, more digitally and 
reduce the cost of designing.”

Gablonsky spoke last week in Austin 
at the SC15 “HPC Impact Showcase,” a 
series of presentations on real-world 
applications of HPC to advance business 
competitiveness and innovation.

Boeing is among the largest global 
aircraft manufacturers, it’s the second-
largest defense contractor in the world 
and is the largest exporter in the United 
States by dollar value. It’s stock is listed 
in the Dow Jones Industrial Average. Yet 
for all that, the company – like virtually 
all companies – is in a perpetual, high-
pressure race to innovate. Gablonsky 
and other IT managers at Boeing are in 
an ongoing quest for the most powerful 
and effective technology to support the 
incredibly complex job of designing, 
testing and building aircraft.

Pressure comes to bear on Boeing not 
only from other aircraft manufacturers 
but also from government regulatory 
requirements, from the FAA in the 
United States and the European 
Aerospace Safety Administration. “If 
we bring out a new airplane in 2020 
that has the same noise levels as current 
airplanes, it won’t be permitted to go 
into production and service. So we have 
this natural forcing function that always 
requires us to improve our processes 

and get better.”
Today, the HPC capability that 

supports Boeing’s commercial, defense 
and R&D organizations is founded on 
a water cooled HPE Apollo 8000 and 
Panasas parallel file storage. It supports 
30 organizations with roughly 1000 
end-users, nearly all of them design 
engineers. The Apollo 8000 is the 
latest in a series of system upgrades at 
Boeing that began in the 1980s with a 
Cray 1. By the early 2000’s, Gablonsky 
said, Boeing was using an SGI shared 
memory system to support a small, 
decentralized HPC service comprised of 
smaller data centers across the country 
wherever large Boeing facilities were 
located.

But management came to realize 
that local data centers are less cost-
efficient and constrained in their 
capabilities. An unconsolidated 
compute capability limited the top-end 
design and test work that individual 
engineers could perform.

“If I have a small cluster,” said 
Gablonsky, who joined Boeing in 
2011, “even if I get the whole cluster, 
I only have a small set of nodes that 
I can utilize, I can’t run a really big 
job.” So the organization moved 
toward a centralized HPC service, 
about 75% completed, featuring large-
scale strategic data centers with high 
availability and bigger shared systems.

Critical to the success of the service 

On the Front Lines of Advanced 
Scale Computing: HPC at Boeing
(Originally published in EnterpriseTech) 
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is resource elasticity. “Nobody has steady 
workloads,” said Gablonsky, “everybody 
has times when they use more, other 
times when they use less. When you 
have lots of different users from 
geographically diverse sites, working 
in all kinds of different disciplines, you 
have to have a way for everybody to 
work together.”

So Boeing created the Enterprise 
HPC Council, chaired by Gablonsky, 
that brings together HPC stakeholders: 
end users, software developers, software 
support staff, design teams running 
clusters, finance. Engineers who need 
to complete major jobs under tight 
deadline requiring more nodes than 
usual petition the council for extra 
resources. The council convenes, the 
stakeholders hear the request, and those 
who have relatively light workloads are 
asked to pull back on their use of HPC 
resources in return for more resources 
later, when needed.

“We’ve built trust among the 
stakeholders to allow people to work 
together and address these spike 
needs, without impacting significantly 
anybody else,” Gablonsky said. “A lot 
of it is trust – building trust is very 
important.”

Combining a centralized Enterprise 
HPC Service with a council that has the 
authority to apportion resources was 
not greeted with universal applause. A 
Boeing design engineer told Gablonsky 
he never expected the scheme would 
work. But later, that engineer found 
himself needing to complete a major 
job under a tight schedule while another 
program also faced a project deadline. 
The council came together and a plan 
was drawn up to provide resources 
needed for both projects. Gablonsky said 
the skeptical engineer later conceded 
that the council is successfully carrying 
out its resource sharing mission.

With consolidation of HPC 
capabilities comes more compute 
power in the hands of engineers. While 
that’s attractive, it’s also true that some 
engineers liked having local systems 
in their own end-user organizations, 
in their own control, under the 
decentralized HPC arrangement that 

preceded the Enterprise HPC Council. 
“But now they are now running way 
more than they ever would have with 
their local systems,” Gablonsky said.

“We really need to be a service,” 
he said. “While I love HPC, when it 
comes down to it, we need to enable the 
engineers to do their work to build the 
next gen of products. They’re the ones 
who bring in the money. We have to 
have a service perspective and attitude 
to really make sure that’s what we do 
and that’s what we drive to.”

Another aspect of the council’s 
strategy is to generate awareness 
and support for HPC among senior 
management through billing. Many 
organizations simply bill HPC usage at 
a corporate level, it’s paid by accounting, 
and that’s the end of it. But the 
Enterprise HPC Service has a different 
model, one based on confidence in the 
value delivered by HPC and the belief 
that the more awareness there is of 
HPC the more value will be recognized. 
Instead of issuing a general-purpose bill, 
the individual business organizations 
are charged back for their use of HPC 
resources. In recent years, there was 
major growth in the Boeing defense 
unit’s usage, bills were sent out and this 
brought about questions from defense 
unit executives.

“They wanted to know, ‘What’s this 
HPC thing I’m paying for?’ Gablonsky 
said. “That’s actually great for us because 
it meant our engineers had to explain to 
the executives why HPC is so valuable 
and so useful.”

Still, questions occasionally persist 
at Boeing about the value of HPC. Some 
argue in favor of using public clouds 
– or even standard IT servers in the 
Boeing data center. “But we’ve done 
the benchmarks, and once we do the 
benchmarks those questions go away.”

Gablonsky said public clouds have 
security and cost problems.

“A lot of the data we have is very 
sensitive, and so it’s going to be very 
hard to convince anybody to have that 
data leave the company premises,” he 
said. “And there’s also the cost factor. 
At the scale where we are at, we are 
doing quite well regarding cost (being 

on-premises). Certainly I’m a big 
fan of cloud for small and mid-sized 
companies, but I think for the big 
companies that have the expertise, that 
understand how to run an HPC service, 
I think it’s going to be quite a while 
before cloud becomes competitive.”

Operationally, HPC resources at 
Boeing act like a private cloud service.

“We have resources pooled,” said 
Gablonsky, “that’s the whole concept 
of bringing all the clusters that used 
to be distributed all over the country 
into a small number of data centers 
that are broadly accessible from within 
the company. Anybody who’s in the 
company can utilize it, a user can just 
submit a job, get an account and be 
up and running in a day or two – they 
just log onto the ad node and submit a 
job. When you talk to people (at other 
companies) who are used to having to 
wait a couple of months to get a VM, 
this is a big deal.”

A centralized resource requires 
remote access and remote graphics 
from the desktop, with the HPC system 
serving as a compute engine in the 
background.

“When you do CFD or anything 
with big grids, where you need to do 
pre- and post-processing, you need to 
have the ability to do that where the 
data is, and not having to transfer big 
data sets back and forth,” Gablonsky 
said. “So we have an environment with 
clusters of parallel storage and then 
we have remote graphics workstations 
that in many cases are actually better 
than what you can on a desktop system 
because they have the same processors 
we use in the HPC system, just with 
GPUs. So you can do full 3-D graphics 
with them even across pretty wide 
distances. It works really well.”

Gablonsky cited two examples of 
the HPC Enterprise Service in action. 
One was a ground noise assessment 
as part of a contract Boeing won from 
NASA for a supersonic vehicle. This 
was a computationally intense problem, 
involving integration of results from 
multidisciplinary analysis.

Gablonsky said NASA put stringent 
ground-level noise requirements in 
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place based on physical tests in which 
people were subjected to noise levels to 
determine acceptable decibels.

The methodology developed 
by Boeing engineers would require 
thousands of CFD runs, so the engineers 
went before the Enterprise HPC Council 
to request more compute resources. 
Fully a quarter of the HPE Apollo 8000 
was granted to the engineers while 
workloads from other groups were 
moved to another data center.

End result: the NASA deadline was 
delivered successfully and on time, and 
Boeing hopes for follow-on work with 
the space agency.

Another example relates to using 
CFD to simulate air flow around a 

new wing design – a common enough, 
but nevertheless highly complex, job. 
Boeing engineers ran more than 1000 
core runs using production codes for 
several weeks. This was a large-scale 
compute job for the Enterprise HPC 
Service that required major reallocation 
of HPC resources by the council. The 
engineers completed the study, worked 
with Georgia Tech to build a physical 
model and ran the wind tunnel test. 
The simulation and the physical test 
aligned.

From Gablonsky’s perspective, 
this was a double win: the simulation 
was proven out in the physical world, 
and the Enterprise HPC Council was 
able to deliver the necessary compute 

power to complete the 1000-plus core 
run without disrupting other work done 
using HPC resources.

Gablonsky said he believes 
Boeing has an effective technological, 
operational and organizational HPC 
strategy in place for the future. The 
major variable is compute power. As 
more Boeing design engineers come 
to appreciate what HPC can do for 
them, they will request more powerful 
systems.

“I don’t foresee being in a position 
where the engineers say, ‘You know, we 
really don’t need any more computing 
capacity. We’re good.’ That’s never going 
to happen.”



SpotlightON The Convergence of HPC and Big Data for Enterprise

19The Convergence of HPC and Big Data for Enterprise

Roughly three months into early operations, the Bridges computing 
resources being deployed at the Pittsburgh Supercomputing 
Center is bearing fruit. Designed to accommodate traditional 

HPC and big data analytics, Bridges had supported 245 projects 
as of May 26. This ramping up of the NSF-funded ($9.6 M) Bridges 
project is an important step in delivering practical convergence.

Bridges is being launched in two 
phases through 2016 with the first phase 
– comprised of the computational, web 
server, database and data transfer nodes 
(details below) – accomplished this 
spring. When complete, Bridges will 
provide “1.3 PLOPS, 274 TB RAM, not 
including database, web server, or other 
utility nodes, 10PB of shared storage in 
the Pylon file system and more than 
6PB of node-local storage.” Hewlett 
Packard Enterprise, Intel, and Nvidia 
are the primary hardware vendors with 
software developed by PSCC.

An important distinction between 
Bridges’ computational nodes is the 
amount of RAM. There are three levels: 
Regular Shared Memory (RSM), with 
128GB each; Large Shared Memory 
(LSM) nodes, with 3TB each; and 
Extreme Shared Memory (ESM), with 
12TB each. The idea is to provide 
richly-connected interacting systems 
that “offer exceptional flexibility for 
data analytics, simulation, workflows 
and gateways, leveraging interactivity, 
parallel computing, Spark and Hadoop.”

Convergence, of course, is getting a 
lot of attention. Bridges is expected to 
prove the value. Much of the early work 
has focused on life sciences research as 
shown bulleted out here:

• Infectious Disease Tracking. 
Bridges’ first users were the 
infectious disease experts 
of the National Institutes 
of Health-funded MIDAS 
network. In a Public Health 
Hackathon at PSC, twelve 
teams from across the U.S. 
and India were tasked with 
using Bridges to visualize data 
in a way that transformed 
understanding of an issue in 
public health. A team from 
Carnegie Mellon University’s 
Department of Statistics took 
first place with their SPEW 
VIEW tool, which maps the 
historical spread of diseases 
in the U.S.

• Metagenomics. University of 
Georgia researchers used 
Bridges to assemble 378 billion 

base pairs of bacterial DNA 
from the intestines of healthy 
patients and those with 
diabetes. Such “metagenome 
assembly” doesn’t even try to 
chemically separate the DNA 
from many microbial species 
in a sample. Instead, the 
scientists sequence short DNA 
fragments of all the species 
at once, using computation 
to sort out the different 
microbes’ sequences as they 
assemble them. This massive 
task leveraged Bridges’ 
Intel Omni-Path internal 
connections—the first such 
installation in the world—
linking 20 computational 
nodes to finish the calculation 
in 16 hours. The team is now 
using Bridges to test a new 
statistical method on the 
sequence data to identify 
critical differences in gut 
microbes associated with 
diabetes.

• Vaccine Effect Modeling. 
The PSC Public Health 
Application Group used 
Bridges to model the possible 
benefits of flu vaccine 
choice in Washington D.C., 
Allegheny County, Pa., and 
Salt Lake City. Researchers 
used “agent-based modeling,” 

HPC and Big Data Convergence 
Takes Life at PSC’s Bridges
(Originally published in HPCwire) 

http://www.psc.edu/
http://www.psc.edu/
http://www.psc.edu/index.php/bridges
https://www.hpe.com/us/en/home.html
https://www.hpe.com/us/en/home.html
http://www.intel.com/content/www/us/en/homepage.html
http://www.nvidia.com/page/home.html
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in which every person in 
an area is represented by a 
realistic virtual human in 
the simulation. Initial results 
suggest that such a policy 
offering vaccine choice would 
be more cost-effective than 
alternatives such as no choice 
of vaccine, choice offered 
to children only and choice 
offered to adults only.

• De Novo Sequencing. A Marshall 
University (West Virginia) 
group assembled the genetic 
sequences of two species, 
the Narcissus flycatcher and 
the critically endangered 
Sumatran rhinoceros. They 
used a de novo assembly 
method, which relies upon 
brute computational force 
to piece together the DNA 
fragments’ in order. Using 
Bridges’ 3 TB large memory 
nodes, the researchers 
assembled the 1 billion DNA 
bases Flycatcher genome in 
6.6 hours—almost five times 
faster than possible with 
other available resources. The 
rhino genome assembly (with 
3 billion bases) took 11 hours.

XSEDE researchers should take 
note that “Bridges Regular” allocations 
are on RSM nodes, while “Bridges 
Large” allocations are on LSM and 
ESM nodes. Guidelines for assessing 
your project’s suitability for being 
run on Bridges are available online. 
Not surprisingly researcher should 
note how the project will benefit 
from Bridge’s unique flexibility and 
converged capabilities. Here’s snapshot 
of the Bridges deployment plan:

Phase 1 (completed, supplies 
0.8946 Pf/s and 144 TB RAM):

• 752 RSM nodes:  HPE Apollo 
2000s, with 2 Intel Xeon E5-
2695 v3 CPUs (14 cores per 
CPU), 128GB RAM and 4TB 
on-node storage

• 16 RSM GPU nodes: HPE 
Apollo 2000s, each with 2 
NVIDIA K80 GPUs, 2 Intel 
Xeon E5-2695 v3 CPUs (14 
cores per CPU) and 128GB 
RAM

• 8 LSM nodes: HPE ProLiant 
DL580s, each with 4 Intel Xeon 
E5-8860 v3 CPUs (16 cores per 
CPU) and 3TB RAM

• 2 ESM nodes: HPE Integrity 
Superdome Xs, each with 16 

Intel Xeon E7-8880 v3 CPUs 
(18 cores per CPU) and 12TB 
RAM

• Database, web server, data 
transfer, and login nodes: HPE 
ProLiant DL360s and HPE 
ProLiant DL380s, each with 2 
Intel Xeon E5-2695 v3 CPUs 
(14 cores per CPU) and 128GB 
RAM. Database nodes have 
SSDs or additional HDDs.

Phase 2 (expected late summer 
2016, additional 0.4072 Pf/s and 130 TB 
RAM):

• 32 additional RSM GPU nodes, 
server type HPE Apollo 2000.  
Each node has: 2 Intel Xeon 
v4 CPUs; 2 NVIDIA next-
generation GPUs; and 128 GB 
RAM

• 34 additional LSM nodes, 
server type: HPE ProLiant 
DL580. Each node has 4 Intel 
Xeon v4 CPUs and 3TB RAM

• 2 additional ESM nodes, server 
type: HPE Integrity Superdome 
X. Each node has 16 Intel Xeon 
v4 CPUs and 12TB RAM
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FRANKFURT, Germany, June 20 — Today, Bright Computing, 
the leading provider of hardware-agnostic cluster and cloud 
management software, announced that the Electronics 

Research Institute (ERI), and Brightskies Technologies, based 
in Cairo, Egypt have chosen the full suite of Bright technology 
to manage its HPC, big data and cloud infrastructure.

ERI serves the Egyptian academic 
community by providing cloud services 
such as IaaS, PaaS, and SaaS. ERI 
is becoming a hub for the research 
community in Egypt, who are able to 
leverage ERI’s state of the art cloud-
based technologies.  Scientists can easily 
access high performance infrastructure 
and completely customize their 
execution environment, thus providing 
the perfect setup for their experiments. 
The Institute also provides an HPC 
platform to support research in areas 
such as weather forecasting, microwave 
design, photovoltaic applications, and 
seismic data processing.

ERI has chosen Bright technologies 
to manage its HPC, cloud and big data 
infrastructure. The project has been 
delivered by Brightskies Technologies, 
who joined the Bright Computing 
partner programme in October 2015.

Brightskies Technologies has 
implemented Bright Cluster Manager 
7.2 to manage ERI’s HPC environment; 
Bright OpenStack to provide cloud 
services such as IaaS, PaaS, SaaS; and 

Bright Cluster Manager for Big Data 
to manage its Hadoop and big data 
workloads. Brightskies Technologies 
is a premier service provider in the 
areas of Cloud Computing and High 
Performance Computing, with focus 
on cluster administration and code 
modernization services. Brightskies 
Technologies has also been nominated 
as one of the top 20 most promising 
HPC solution providers worldwide.

In the HPC environment, ERI is 
using a mix of Intel Xeon CPUs and 
Xeon phi accelerators configured for 
offload processing, submitting parallel 
jobs using SLURM job scheduler. 
Brightskies has provided ERI 
researchers with code optimization 
support and training on Intel tools to 
modernize their codes and maximise 
use of available resources.

Prof. Dr. Hesham Eldeeb, ERI’s 
General Manager, commented; “ERI 
works hard to maintain its position as 
the leading centre for HPC and cloud 
academic research in Egypt.

Prof. Dr. Salwa Nassar, ERI’s Cloud 

Computing and HPC Program Director, 
added; “The ground-breaking solution 
from Brightskies, coupled with Bright’s 
infrastructure management technology, 
gives scientists in our region a state-of-
the-art platform to push the boundaries 
of high performance computing.”

Dr. Khaled Elamrawi, President of 
Brightskies Technologies, commented; 
“Using Bright Computing’s technologies, 
we were able to showcase how to 
provision a virtual HPC cluster or big 
data cluster over cloud as extensions to 
the existing cluster or on demand as per 
users’ requests. This was very powerful 
and clearly addressed the challenges 
that ERI were facing.”

Lee Carter, VP EMEA at Bright 
Computing, added; “When customers 
combine our technologies to manage 
their hybrid infrastructure from a single 
pane of glass, the sheer power of Bright 
really comes to the fore. I’m delighted 
that Brightskies has delivered this 
solution and that ERI is benefiting from 
our holistic management interface.”

About Bright Computing
Bright Computing is the leading 

independent provider of cluster and 
cloud management software. Bright 
Cluster Manager, Bright Cluster 
Manager for Big Data, and Bright 
OpenStack provide a unified, hardware-
agnostic approach to installing, 
provisioning, configuring, managing, 

ERI Selects Bright Computing and 
Brightskies to Manage its Hybrid 
HPC, Cloud & Big Data Infrastructure
(Originally published in HPCwire) 

http://www.brightcomputing.com/
http://www.eri.sci.eg/
http://www.brightskiesinc.com/
http://www.brightcomputing.com/news/egypt-based-brightskies-technologies-joins-bright-partner-programme-and-announces-first-customer-win
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and monitoring HPC clusters, big 
data clusters, and OpenStack clouds. 
Bright’s products are currently 
deployed in more than 500 data centers 
around the world Bright Computing’s 
customer base includes global 
academic, governmental, financial, 

healthcare, manufacturing, energy, and 
pharmaceutical organizations such as 
Boeing, NASA, MARIN, Roche, CSIRO, 
and the Geneva Financial Research 
Institute. Bright partners with Amazon, 
Cray, Dell, Intel, Nvidia, SGI, and other 
leading vendors to deliver powerful, 

integrated solutions for managing 
advanced IT infrastructure such as 
high performance computing clusters, 
big data clusters, and OpenStack-based 
private clouds.
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The rising chorus heard at SC15 this week, particularly from 
server vendors, is that the enterprise sector presents the 
strongest area of market growth. This trend contributed to 

the overall HPC server market’s growth of nearly 12 percent to $11.4 
by the end of 2015, according to industry watcher IDC, presented 
at its annual breakfast here at SC15. This is an upward revision to a 
forecast IDC made earlier this year due in part to the rapid adoption 
of advanced scale computing servers in the financial services sector.

“Big data combined with HPC is 
creating new solutions,” said IDC’s 
Earl Joseph, Vice President, High-
Performance Computing, citing 
particularly strong growth in data-
intensive simulation and analytics, 
“adding many new users/buyers to the 
HPC space.”

Perhaps the most eye-popping 
numbers in the report were ROI figures. 
On average, according to the latest IDC 
data, $514.7 in revenue is returned for 
every dollar of HPC invested.

There is broad strength throughout 
most of the HPC market, according 
to IDC, with storage again the fastest 
growing segment. The total 2015 HPC 
market (see figures below) is forecast to 
be $22.1B.

The ongoing collision of big data 
with HPC continues to force changes in 
the way IDC defines and monitors this 
emerging market. A while back IDC 
coined the term High Performance Data 

Analysis (HPDA). Joseph noted the 
convergence is ‘creating new solutions 
and adding many new users/buyers to 
the HPC space. The finance sector, for 
example, grew faster than “what we 
reporting over the last two years (by 
~50% higher).”

Identifying the most appropriate 
buckets within the HPDA category has 
been an ongoing exercise. Currently, 
IDC singles out four verticals in HPDA:

• Fraud and anomaly detection 
– This “horizontal” workload 
segment centers on identifying 
harmful or potentially harmful 
patterns and causes using graph 
analysis, semantic analysis, 
or other high performance 
analytics techniques.

• Marketing – This segment 
covers the use of HPDA to 
promote products or services, 
typically using complex 
algorithms to discern potential 

customers’ demographics, 
buying preferences and habits.

• Business intelligence – The 
workload segment uses HPDA 
to identify opportunities to 
advance the market position and 
competitiveness of businesses, 
by better understanding 
themselves, their competitors, 
and the evolving dynamics of 
the markets they participate in.

• Other Commercial HPDA 
– This catchall segment 
includes all commercial HPDA 
workloads other than the three 
just described. Over time, IDC 
expects some of these workloads 
to become significant enough 
to split out, i.e. the use of 
HPDA to manage large IT 
infrastructures, and Internet-
of-Things (IoT) infrastructures.

The next new HPDA segment, said 
Joseph, will be precision medicine. One 
example is what’s called outcomes-
based medical diagnosis and treatment 
planning. In this paradigm, a patient’s 
history and symptomology are in a 
database. While a patient is still in 
the office, health physicians could sift 
through millions of archived patient 
records for relevant outcomes. The 
care provider considers the efficacies of 
various treatments for “similar” patients 
but is not bound by the findings. In 

New Enterprise Users Pushing 
HPC Server Growth 
(Originally published in EnterpriseTech) 

http://www.hpcwire.com/
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effect this is potentially a powerful 
decision-support tool.

Public and private payer 
organizations have long promoted 
the development of similar evidence-
based medicine approaches in which 
whole populations of patients’ records 
could be examined and evaluated to 
determine which drugs and therapies 
are worthwhile and should be approved. 
In theory, the result in both instances 
would be better outcomes and reduction 
of costly outlier practices.

Cloud-based HPC computing is on 
the rise, both in sheer volume – from 
13.8% of sites in 2011, to 23.5% in 
2013, to 34.1% in 2015 – and number 
of workloads being run.

Other key points from the IDC 
report:

• Growing recognition of HPC’s 
strategic value is helping to 

drive high-end sales. Low-end 
buyers are back into a growth 
mode.

• HPC vendor market share 
positions will shift greatly in 
2015.

• Recognition of HPC’s strategic/
economic value will drive the 
exascale race, with 100PF 
systems in 2015 and more 
in 2016. 20/30MW exascale 
systems will wait till 2022-
2024.

• Non-x86 processors and non-
CPUs could alter the landscape 
– Power, ARM, others; 
coprocessors, GPUs, FPGAs.

• China looms large(r). Lenovo, 
growing domestic market, 
export intentions. Other 
Chinese vendors are planning 
to extend to Europe.

• Growing influence of the 
data center in IT food chain 
will impact HPC technology 
options, perhaps providing 
new approaches.

• HPC in the Cloud Gaining 
Traction and the big questions 
are how much and how soon.

Pain points, of course, remain. 
Software is the number one roadblock 
– better management software is 
needed; parallel software is lacking for 
most users; and many applications will 
need a major redesign to run in HPC 
environments. Clusters also remain 
hard to use and manage. Power, cooling 
and floor space are major issues. There’s 
still a lack of support for heterogeneous 
environment and accelerators. Storage 
and data management are becoming 
new bottlenecks.
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Misinformation and FUD cost enterprises the chance 
to avail themselves of the growing selection of high 
performance computers specifically designed to 

resolve today’s advanced scale computing challenges. Big data, 
analytics, and other high-compute applications are changing some 
technology leaders’ minds, while those who have already embraced 
HPC leverage these powerful solutions for competitive gain.

Overall adoption of these systems is 
growing fast, with 2018 worldwide sales 
expected to reach $14.7 billion, according 
to IDC. Sales of HPC workgroups will 
increase almost 10 percent between 
2013 and 2018; divisional HPC systems 
are predicted to grow almost 7 percent 
in that period, the research firm said. 
Yet some IT professionals still hold onto 
misconceptions about supercomputers. 
As a result, their organizations could 
well invest in the wrong solutions for 
the jobs at hand, causing negative 
scenarios such as slower results, larger 
datacenter footprints, or more compute 
expenditures.

“The computer and HPC have 
advanced so much in the past few 
years yet the attitude toward HPC is 
still one of [the] last century,” said Tim 
Lynch, CEO of Psychsoftpc, whose high 
performance products include the Tesla 
Personal Supercomputer, Psychlone 
Linux Hadoop Cluster, and Psychlone 
Linux Cluster.

A growing number of HPC vendors 

crafted lower cost systems specifically 
designed for business applications such 
as cloud and big data. Just this week, 
for example, Dell launched a new mid-
tier hyperscale division and plans to 
soon release products specifically for 
this market segment. A day later, Intel 
unveiled its latest software developer kit 
for HPC and emphasized its integration, 
accessibility, and multi-tiered pricing. 
New vendors will enter the space and 
market leaders will continue partnering 
to meet enterprises’ need for reliable, 
secure, compute-intensive solutions, 
experts said. Developers seek to simplify 
and open up processes and software 
to make systems more accessible to 
traditional coders and business users.

“We see ultrascale vendors as driving 
a generation of less expensive, more 
energy efficient, and more specialized 
cluster nodes,” wrote Christopher 
Willard, Addison Snell, Laura Segervall, 
and Michael Feldman in Intersect360 
Research’s “Top Six Predictions for HPC 
in 2015.” “This will most likely lead to 

another scalable architecture cycle in 
which the HPC market embraces the 
less expensive, more energy- efficient 
and space-efficient nodes developed for 
ultrascale users.”

Despite developers’ advances, 
misconceptions persist. Whether due, 
perhaps, to lack of communication 
or education, long-standing bias, or 
preference for maintaining the status 
quo, solution providers, progressive IT 
professionals, and HPC vendors can 
face challenges when recommending 
advanced scale computing solutions 
to resolve business hurdles or achieve 
enterprise opportunities.

The Menu of Misconceptions
Sometimes enterprise IT 

professionals mistakenly believe HPC 
systems always cost far more than 
traditional datacenter solutions, said 
Per Nyberg, senior director of worldwide 
business development at Cray, in an 
interview.

“[People think] it’s tens of millions 
of dollars. That’s not true,” he said. “We 
certainly sell systems in that size, but 
we also sell systems in the hundreds 
of thousands of dollars, very much 
what organizations spend in enterprise 
computing.”

Similarly, there’s the idea HPC 
solutions are overly complex, a 
concept numerous developers have 
addressed with upgrades and new 

HPC Myth Busters: The High Cost 
of Misconceptions 
(Originally published in EnterpriseTech) 
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http://www.enterprisetech.com/2015/08/25/intel-updates-developer-toolkit-for-hpc/
http://www.intersect360.com/industry/reports.php?id=121
http://www.intersect360.com/industry/reports.php?id=121
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software designed to simplify usage 
and expand usability to business users. 
Intel designed Parallel Studio XE 2016 
so data scientists could easily use the 
software update, James Reinders, 
chief evangelist of developer products 
at Intel, told EnterpriseTech. Dell’s 
“usability engineers” work across all 
product lines, including HPC, to ensure 
continuity throughout the brand and 
ease of use, the company said.

“Another misconception is [that] 
these systems are composed of specialty 
components that are difficult to use. 
There are certainly parts of the machine 
that are custom designed or custom 
built using commodity components but 
with the end-user applications in mind,” 
said Cray’s Nyberg. “They today use 
standard operating systems like Linux 
so they’re like running any enterprise 
cluster.”

HPC traditionally has often been 
associated with supercomputing alone, 
said Bill Mannel, vice president and 
general manager of High-Performance 
Computing and Big Data, Hewlett 
Packard Enterprise, via email. As a result, 
CIOs may overlook HPC’s benefits and 
opt for more general-purpose hardware 
to perform all workloads using the 

same infrastructure they’ve maintained 
for years.

“The are hesitant to move to a new 
solution that, in many cases, is perceived 
as complex,” said Mannel. “Second, 
traditional HPC clusters have typically 
been designed, installed, managed, and 
utilized by groups outside traditional 
IT. Even today, the high end of the HPC 
market continues to be dominated by 
academic and research use, with staffs 
having high-end administrative and 
computer science capabilities. Often 
the HPC clusters are hidden from the 
traditional IT management because 
the users do not want IT to initiate 
procedures and infrastructure that are 
viewed as an impediment. This cloak 
of secrecy causes traditional CIOs to 
perceive HPC as too complex.”

Although scientific research and 
engineering are traditional bastions 
of HPC, the technology has much 
wider appeal, Brian Freed, vice 
president and general manager of 
high-performance data analytics 
at SGI, told EnterpriseTech. Now 
most organizations use big data and 
analytics to succeed – and must adroitly 
and creatively leverage this data for 
competitive insight that allows them 

to thrive – HPC increasingly plays an 
important role across verticals and 
geographies, he said.

“Most IT professionals don’t think 
the advantages of a HPC system would 
carry over to their organization, but the 
reality is that the same technologies that 
allow research organizations to crunch 
large quantities of scientific data can 
also be applied to analyzing business 
data,” said Freed. “The true value of 
analyzing big data sets isn’t coming up 
with a trend here and there within a 
small subset of data that you typically 
see in research. It means looking at all 
the data and getting a more holistic view 
of your business. It’s about seeing all the 
emerging trends that may not be visible 
when the information is distributed 
across several disparate data sets.”

Traditional IT environments 
generally don’t deliver total analysis, 
where organizations scrutinize all their 
information at scale to discover outliers 
that impact and differentiate their 
business, he said.

“This 360-degree view of the 
situation changes how a business 
operates and how they prepare for those 
issues down the line,” added Freed.

http://www.enterprisetech.com/2015/08/25/intel-updates-developer-toolkit-for-hpc/
http://www.dell.com/learn/pa/en/pacorp1/videos~en/documents~product-usability-experience.aspx
http://www.sgi.com/
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The OpenStack cloud-computing platform is making inroads in 
the datacenter where an industry survey found that 30 percent of 
early adopters are using it to support projects or for production 

workloads. Roughly the same percentage of respondents to the recent 
survey said they are evaluating the open-source cloud technology, 
primarily as a way of offsetting pricey public cloud alternatives.

Tool vendors are publishing 
OpenStack adoption surveys that 
address complaints that the cloud 
platform remains complex and has 
proven difficult to install, requiring 
much configuring and customizing.

The latest comes from Talligent, 
an OpenStack and hybrid cloud 
management provider. The company’s 
“State of OpenStack” report asserts 
that once the platform is installed, users 
find they can expand quickly beyond 
development. Over the next year, for 
example, testing and quality assurance 
for OpenStack deployment is expected 
to double.

Despite teething problems during 
installation, respondents said the key 
selling point for OpenStack was saving 
on operational costs. Sixty-one percent 
of respondents currently adopting 
OpenStack said the cloud-computing 
platform represented a viable alternative 
to more costly public cloud options.

Enterprise IT executives were 
divided on the key issues of OpenStack 
platform stability and whether it is 

becoming easier to manage. “Evaluators 
of OpenStack believe that complexity 
and difficulty of deployment are 
decreasing, while users of OpenStack 
are more likely to rate that complexity 
and difficulty of deployment are 
increasing,” the survey found.

Along with a lack of operational 
tools, other challenges identified in the 
OpenStack survey included security 
concerns. Just over one-quarter of 
respondents cited an inadequate 
security framework while 23 percent 
flagged the lack of operational tools 
as the biggest challenged posed by 
OpenStack.

The study also counters the 
prevailing view that enterprises are 
embracing hybrid cloud strategies as a 
way to leverage public cloud flexibility 
while retaining control of sensitive 
applications and data. Talligent 
said more than half (54 percent) of 
respondents expect to stick with private 
clouds over the next five years while just 
14 percent said they would adopt a mix 
of public and private cloud deployments 

through the end of the decade.
While the cost of public clouds 

was most often cited as a reason 
for adopting OpenStack, improved 
cloud computing performance and 
“consolidation benefits” also ranked 
high among survey respondents. Ease 
of deployment ranked last on the list of 
motivations.

Commented one survey 
respondent: “The migration to an 
OpenStack platform is complex and 
requires a lot of architectural planning 
that is always underestimated.” Another 
added that the biggest challenge was 
“installation complexity for those 
who use it for the first time, even by 
following documentation.” Others cited 
difficulty in finding IT talent to manage 
and operate OpenStack deployments.

Asked whether large IT vendors 
are pushing the OpenStack platform 
in the right direction, potential users 
again emphasized deployment hurdles. 
“The lack of operational tooling coupled 
with the reality of deployment tools 
really needs to get solved to decrease 
the complexity as well as assist not 
only deploying but also supporting 
OpenStack,” one survey participant 
noted.

Talligent, Austin, Texas, 
commissioned the OpenStack adoption 
study that surveyed 647 virtualization 
and cloud executives across a range of 
global industries during February 2016. 

OpenStack Deployment, Complexity 
Concerns Persist 
(Originally published in EnterpriseTech) 



SpotlightON The Convergence of HPC and Big Data for Enterprise

28The Convergence of HPC and Big Data for Enterprise

The company’s Openbook tool helps 
deploy production-ready OpenStack 
clouds with an emphasis on easing 
deployment and boosting users’ visibility 
into cloud costs, resource allocation and 
utilization.

Meanwhile, Rackspace (NYSE: 

RAX), the vendor who helped develop 
OpenStack, unveiled the next generation 
of its bare metal cloud servers running 
on the cloud platform. The company 
said Thursday (March 10) the latest 
version of its OnMetal cloud servers 
would improve connections between 

public clouds and dedicated hardware 
to speed hybrid cloud adoption. The 
new servers also target workloads such 
as Cassandra distributed database 
management, Docker containers and 
Spark running on Windows and Linux, 
Rackspace noted.
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Part of my job as managing editor of Datanami is to be a 
hype buster. Over the past five years, the amount of hoopla 
and hysteria over big data has reached epic proportions at 

times. That’s why some in the industry are calling for a slowdown 
in the analytic platitudes, a return to sanity about what big 
data can really do. Despite my skeptic tendencies, it’s hard not 
to be optimistic about big data analytics, given its trajectory.

If you draw a line from where we 
were 10 years ago and where we are 
today, you will notice clear increases 
in the key variables at work, such as 
the amount of data generated and the 
availability of processing power to act 
upon it. We are creating gobs of data 
these days – the volume of data is said 
to be doubling every two years or so – 
and thanks to the cloud environments 
built by the likes of Amazon (NASDAQ: 
AMZN), Microsoft (NASDAQ: MSFT), 
and IBM (NYSE: IBM), the prospect of 
on-demand computing is a reality.

But it’s harder to draw that line 
when it comes to another key variable 
in the big data equation: software. Back 
in 2006, the biggest thing to happen to 
software in a generation—the rise of 
the iPhone and the rise of the “app” 
economy—didn’t even exist. Accessing 
the Internet from my Windows Mobile-
equipped Motorola phone was a hoot, 
but it pales next to what the latest 
Android and Apple (NASDAQ: AAPL) 
smartphones can do today.

From the software geek’s 
perspective, developers were just 
starting to talk about writing apps using 
AJAX (a combination of JavaScript, 
Apache Web Server, and XML), atop a 
standard LAMP (Linux, the Apache Web 
Server, MySQL, and PHP) computing 
stack. The Web 2.0 revolution was just 
beginning, and the age of static websites 
was nearing its end.

From 2007 to 2010, the nature of 
the Internet and the way developers 
created apps for it had begun to evolve 
in a way that was appeared quite 
organic and natural at the time. But 
in hindsight, it’s clear that the new 
crop of hyper-dynamic and super-
personalized applications were creating 
the foundation for the current big 
data wave, and hence the need for big 
data analytics. It’s no coincidence that 
Hadoop was created to be a bigger and 
better Internet search engine.

Next year, we’ll celebrate the 10th 
birthday of the iPhone and reflect on 
the enormous changes it brought to the 

world. But even today, so-called “smart 
devices” are appearing in many forms. 
From Toyota Corollas and Samsung TVs 
to Nest door locks and GE refrigerators, 
it’s clear we’re in the midst of a massive 
and unprecedented automatization 
trend, and “intelligent” software is the 
key to all that.

But here’s the thing: This grid 
of digitized devices, better known as 
the Internet of Things, is just getting 
started. We’re just beginning to explore 
and exploit the potential to squeeze 
more automation from our stuff, which 
ostensibly will give us more time to 
pursue more value-added activities.

I see no reason why that software 
line drawn from 2006 to 2016 won’t 
continue for the foreseeable future. 
When you consider the advances being 
made in the fields of machine learning, 
cognitive computing, and artificial 
intelligence—and how those rapidly 
evolving technologies will help us to 
build even smarter devices over the next 
10 years–it’s tough not to be excited.

That’s not to say there won’t be 
changes and there won’t be spectacular 
failures of big data analytics. While the 
technologies and techniques behind 
advanced analytics have proven they 
can deliver a competitive advantage, it 
is not easy to make use of them. There 
is still a giant skills gap in the field, and 
while big data analytic software vendors 
are adding more automation to their 

Is 2016 the Beginning of the End 
for Big Data?
(Originally published in Datanami) 
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wares, the most innovative applications 
still require the oversight of a trained 
and competent data scientist.

It’s no surprise that leaders in the 
field are equally optimistic about the 
future of big data. “Despite incredible 
advances over the past few years, we’ve 
barely scratched the surface on the full 
potential of analytics,” says Scott Zoldi, 
chief analytics officer at FICO (NYSE: 
FICO). Zoldi sees several analytic types 
making inroads in 2016, including 
streaming analytics, next-gen antivirus 
tools, and “lifestyle analytics” like 
predictive grocery ordering and remote 
medicine.

“We will see a turning point for data 
science” in 2016, says Michael Brodie, a 
Research Scientist at the MIT Computer 

Science and Artificial Intelligence 
Laboratory. Brodie says we’ll finally 
overcome the “false promises of 
trivialized point-and-click, self-service 
tools” and begin to build predictive 
apps that target more domain-specific 
problems.

Another big data optimist is Michael 
Benedict, the chief product officer at 
Progress Software Corp. (NASDAQ: 
PRGS). “This first wave of big data 
focused on the infrastructure stack–
storage, scale and integration,” Benedict 
says. “It’s the next wave of technology 
that I’m most excited about, because 
it will make big data mainstream and 
consumable by everyone.”

There is bound to be some 
consolidation among the software and 

infrastructure companies enabling big 
data, and that isn’t necessarily a bad 
thing. The past five years have been 
marked by a rapid period of investment 
and innovation, and the invisible hand 
of the market has a way of sorting 
things out.

Don’t be surprised if the amount 
of hype surrounding big data analytics 
tails off, or even if naysayers proclaim 
the end of the big data era if we should 
see a large number of big data startups 
fold up their tents or get acquired when 
their business plans don’t work out. 
But does that signal the end of big data 
analytics? No, it doesn’t. Because the 
evidence of early adopters is clear: big 
data analytics is the real deal, and it’s 
going to be with us for a long, long time.
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Today, three important conversations are taking place inside 
of the enterprise: How do we accelerate innovation in our 
products and solutions to serve our markets better? How do 

we leverage data to increase insight about our customers, our markets, 
and our operations? Finally, how do we establish greater agility to take 
advantage of new ideas and new opportunities that are coming to us?

As organizations strive to achieve 
greater innovation, insight, and agility, 
IT is under pressure to change. New 
business imperatives are driving the 
need to execute an emerging set of 
computational and analytical workloads 
with very different characteristics from 
traditional IT. These workloads include, 
but are not limited to:

• Data analytics and sequencing
• Machine learning / deep 

learning
• Real-time modeling and 

simulation
• Rapid application 

development and deployment
• Computer-aided design (CAD) 

and engineering (CAE)

New Workloads Driving IT 
Transformation. Businesses that are 
turning to advanced technologies 
like these -- whether to find their 
unique competitive edge, predict the 
next must-have customer trend, or 
unearth the latest scientific revelation 
-- find their fortunes resting on IT’s 
ability to run these increasingly 
sophisticated computational and 
analytical workloads in a more agile 
and dynamic way.

With so many new workload 
types emerging in the enterprise data 
center, IT teams are faced with the 
rapid adoption of technologies ranging 
from high performance computing and 
big data analytics to virtualization, 
containerization, and cloud. And of 
course, all of this must be achieved 
while keeping IT budgets reined in.  

The Central Role of Clustering
While this may seem daunting, 

IT teams can benefit from a unifying 
thread that connects these seemingly 
diverse and disparate technologies: 
all of them, in one way or another, 
are based on the common principle of 
clustering. Clustered systems running 
the Linux operating system, specifically, 
are coming to the foreground as the 
de facto standard for building out 
standalone -- or better yet integrated -- 
capabilities in each of these emerging 
areas. 

Two of the most popular types of 
workloads to run on Linux clusters are 
high performance computing and big 
data analytics. 

High performance computing 
(HPC) is defined by TechTarget as “the 
use of parallel processing for running 
advanced application programs 
efficiently, reliably and quickly.” 
Some specific examples of workloads 
performed by HPC systems include 
genetic sequencing, climate modeling, 
and financial modeling, all of which 
share the characteristic of requiring 
massive parallel computations to be 
executed in real-time. 

The Role of Clustered IT 
Infrastructure in Managing 
Emerging Workloads

Thank you for reading this SpotlightON: The Convergence of HPC and Big Data for Enterprise  
compendium of features. The following is a message from the underwriter of this compendium,                         
Bright Computing, which addresses the challenge of managing hybrid cluster environments for 
converged HPC and big data infrastructures. 

We invite you to read it and please feel free to contact Bright Computing for any additional insight 
into how their technology can help solve problems related to converged cluster management.
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Big data analytics is defined by 
Wikipedia as the ability to analyze “data 
sets that are so large or complex that 
traditional data processing applications 
are inadequate.” Today, commercial 
enterprises understand it is imperative 
to glean as much insight as possible 
from all available, relevant data sources.  
With every computer, mobile device, 
or sensor-equipped “thing” in the new 
Internet of Things (IoT) paradigm 
capable of serving up a nonstop data 
stream, however, the challenge of turning 
raw inputs into meaningful insights can 
quickly become overwhelming unless 
advanced analytical platforms and tools 
are deployed.

The Emergence of Hybrid 
Cluster Environments. Increasingly, 
organizations are identifying both 
HPC and big data analytics as 
business-critical disciplines. In fact, 
they are highly complementary, with 
HPC bringing a real-time, theoretical, 
simulation and modeling-based 
dimension to decision-making, while 
big data analytics examines actual 
data sets gathered over an extended 
period of time. 

To achieve this blended approach, 
organizations need the ability to run 
HPC clusters, Hadoop clusters, and 
adjacent technologies, such as Spark, 
across a common infrastructure. This 
may mean running separate clusters side 
by side, sharing a common storage layer. 
However, the data center’s relentless 
drive for efficiency may instead dictate 
that the same computing resources 
need to be repurposed dynamically to 
execute different types of workloads -- 
either compute or data intensive -- at 
different times. 

Accelerating Agility: Virtualization, 
Containerization, and Clouds. 
Meanwhile, HPC and big data 
clusters aren’t the only types of 
advanced, clustered infrastructure 
finding their way into the enterprise 
data center. As organizations -- and 
the IT teams that support them -- 
strive to be more agile in response 
to rapid-fire business requirements, 

this is also driving mainstream data 
center adoption of virtualization, 
containerization, and cloud 
computing. Whether implemented 
separately or in combination, each 
of these offers IT the potential to use 
resources more efficiently, while also 
delivering services more responsively.

 Interestingly, the widening use of 
virtualization, containers, and cloud 
computing contributes to the adoption 
of Linux-based clusters in the enterprise 
data center. Linux-based Kubernetes 
clusters sit at the core of containerized 
applications, while private clouds – 
such as an OpenStack cloud -- are also 
typically implemented atop Linux-
based clusters.

 Moreover, both private and 
public clouds increasingly serve as the 
underlying infrastructure layer upon 
which compute clusters – such as HPC 
or big data clusters – are built. The 
ability to spin up a virtualized HPC or 
big data cluster within minutes, tailored 
to a user’s specified level of computing 
needs and length of required access, 
can deliver massive improvements in IT 
resource efficiency and user satisfaction.

Implications of Linux Clustering for 
the Enterprise Data Center 

Linux-clustered systems, while 
incredibly powerful, are also complex to 
deploy, manage, and monitor. IT teams 
accustomed to supporting traditional 
workloads and applications -- which run 
on non-clustered systems -- may lack 
the skills, bandwidth, and operational 
procedures required to absorb clustered 
IT infrastructure into the data center.   

IT teams facing the challenge of 
deploying Linux-clustered systems 
must move quickly to implement 
effective management disciplines 
across them.  Commercial enterprises, 
especially, require an approach to 
managing clustered infrastructure that 
balances flexible and agile execution 
of business-critical workloads with 
efficient and effective utilization of IT 
resources. Over time, most organizations 
determine that a vendor-independent, 
commercial-grade cluster management 
platform is required to achieve this 
optimal balance.

A Bright Solution to Converged 
Management of Clustered IT 
Infrastructure.  Bright Computing 
is the world’s leading independent 
provider of enterprise-class 
management software for clustered 
IT infrastructure, including HPC 
clusters, big data clusters, and 
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OpenStack private clouds. Bright’s 
software is designed to scale, easily 
deploying and managing clusters up 
to thousands of nodes. More than 
500 organizations worldwide have 
selected Bright Computing to deploy, 
manage, and monitor their business-
critical IT infrastructure. Bright’s 

customer base includes global 
academic, governmental, financial, 
healthcare, manufacturing, energy, 
and pharmaceutical organizations 
such as 3M, Boeing, Cambridge 
University, Chevron, Cisco, CSIRO, 
ING Bank, Merck, NASA, PACCAR, 
Roche, St. Jude Children’s Research 

Hospital, Saudi Aramco, Stanford 
University, Toyota and Volvo. Bright 
partners with Amazon, Cray, Dell, 
Intel, Mellanox, NVIDIA, SGI, and 
other leading vendors to deliver 
powerful, integrated solutions for 
managing today’s most advanced, 
clustered systems. 

www.brightcomputing.com


