
CONTAINERS vs VMs

TWO DEVELOPERS SQUARE OFF TO DECIDE WHICH IS 
BETTER, CONTAINERS OR VIRTUAL MACHINES.

B R I G H T  C O M P U T I N G

- TECHNOLOGY SMACKDOWN -
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Foreword

This book grew out of a discussion between two of Bright’s developers, 

Piotr Wachowicz and Taras Shapovalov. They were hashing out the pros 

and cons of containers versus virtual machines. That discussion turned 

into an internal document which in turn became a series of blog posts 

intended to help Bright customers think through the topic. The blog 

series added a bit of fun by couching the back and forth as a virtual 

wrestling match. We’ve continued that battle theme in this e-book which 

compiles the debate into a single document for your convenience. We 

hope you enjoy the exchange.
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INTRODUCTION

Containers have been a hot topic at many IT conferences lately, and that’s 

likely to continue for some time. Containerization has definitely invaded 

the territory of virtualization, with many saying that containerization beats 

virtualization hands down. Do we even need virtual machines (VMs) 

anymore? 

To answer that question, we asked two of our developers to take opposite 

sides of the issue in a mock (verbal) wrestling match. The battle royal 

examines several important considerations, including:

Read on to see what they had to say on each topic in each round 

(aka chapter) of their virtual wrestling match. But first, let’s meet our 

competitors.

In this corner, we have Taras Shapovalov, a software developer on the 

Bright container team. His opponent is Piotr Wachowicz, Bright’s cloud 

development lead, who counters with some tricky moves outlining the 

advantages of VMs.

• Image Size

• Overhead

• Start Time and Setup

• Image Formats

• Applications Sharing

• Image Version Control

• Package Distribution

• Device Access
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1 Image Size

Round one looks at the role image size plays in each technology. The size 

of the image can affect load speed and storage use. Let’s see what our 

combatants have to say.

It’s not the size of the dog in the fight, it’s the size of the 
fight in the dog.

Mark Twain
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Image Size
Taras – Let’s start with image size. A container image is usually pretty lightweight because it doesn’t have to 

include the whole operating system. Images are often less than a megabyte, containing only the application and 

some configuration information. The small size can really reduce image transfer time and saves space on the 

host’s filesystem. The small image makes it easy to send it to someone else over a network – or even by email.

By contrast, the VM image needs to have a copy of a whole operating system, including the kernel, all of the 

system libraries, the system configuration files, all of the directories required by the operating system, and all 

the system and administrator utilities. A copy of almost all of these files has to be on the same host for every 

VM that is running. It’s harder to send such a huge image to someone else, and you’ll probably need to resort to 

something like FTP to do it reliably. 

Piotr – Not so fast. With VMs and a proper storage system, you only have to store one, or maybe just a few, 

full images of the VMs along with differential copy-on-write copies of those images containing only incremental 

changes. For example, in OpenStack you could use volumes, managed by Cinder for that, with Ceph as the 

storage backend.

Taras – Right. Copy-on-write technology does save some space, reducing the container advantage to some 

degree.
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2 Overhead

In round two, we’ll take a look at overhead. For high performance 

applications that use input/output (I/O) intensively or that make a lot 

of different system calls, it’s important that overhead is kept as low as 

possible. This is critical in HPC, but must also be taken into consideration 

for other types of applications..

It’s time to stop obsessing about overhead and start fo-
cusing on progress.
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Overhead
Taras – Because a container is basically a control 

group (cgroup) and a set of specifically-configured 

namespaces, the containerization itself does not add 

any overhead as it would with bare-metal processes. 

However, there is some overhead on networking 

operations when containers use a dedicated virtualized 

network. On the other hand, when the host shares 

network interfaces with containers, there should be 

little or no overhead.

With virtual machines, it’s a totally different story. When 

a process running inside a VM performs some I/O call 

or any other operation, it involves a system call. That 

call goes through a layer of virtualization that always 

carries some overhead. Of course, modern hypervisors 

running on modern hardware reduce the overhead, but 

some research suggests that there is more overhead 

when using VMs compared to containers – and it is still 

meaningful.

I also want to point out that every VM consumes some 

amount of memory, which is another type of overhead. 

The VM consumes memory even if it isn’t running any 

user processes. This kind of overhead limits how many 

VMs you can run on a host at the same time. You can 

always start more containers using the same amount of 

memory.

Piotr – The CPU overhead of a VM can actually be 

smaller than you might think. It is not uncommon to 

get down to as little as two percent CPU overhead 

for a VM. In most software, more can be gained by 

taking the time saved by deploying in a virtualized 

environment, instead of bare metal/containers, and 

investing that saved time into optimizing those few 

time-critical for-loops in your software.

CPU virtualization is relatively easy, but virtualizing 

disk (block) and network I/O is a different story. Here 

we have to look at two separate things: contention 

with other tenants on the same hypervisor, and the 

overhead caused by virtualization itself. 

Overall, I maintain that VMs are not as expensive 

as most people think. They’re not as efficient as 

containers, but they’re pretty close. VM overhead can 

be reduced dramatically when you know what to do, 

and when you use the right tools. 

So, what are the stumbling blocks? There are two: 

1. issues resulting from having other tenants on 
the same hypervisor, and 

2. the overhead of virtualization itself

Let me begin with the first one. If you run multiple 

VMs on the same host, any VMs with particularly 

noisy input/output (I/O) can have a big impact on 

the other VMs. We’ve seen this ourselves many times 

in our own OpenStack cloud. Fortunately, there’s 

a pretty easy workaround. Either impose limits on 

the number of disk access operations per second or 

instruct OpenStack’s nova-scheduler not to mix VMs 

from different tenants on the same host. You can even 

restrict scheduling to only a single VM per host.

The second stumbling block, actual virtualization 

overhead, can be a bit tricky to deal with. There are 
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many ways to do disk and network I/O virtualization 

and multiple metrics to measure and compare them, 

but you cannot simply state that disk I/O virtualization 

overhead in a kernel-based virtual machine (KVM) 

is, say, 30 percent. That would be a gross over-

simplification. The actual number depends on many 

different factors and can easily vary as much as 25 

percent on either side. 

It depends on whether we are doing full virtualization, 

para-virtualization, or device pass-through. What are 

our I/O patterns? How many input/output operations 

per second (IOPS) do the VMs generate? Are we 

measuring the number of IOPS, average/maximum/

minimum operation latency or maybe bandwidth? How 

much overhead on the host CPU is acceptable? Does 

our NIC support VXLAN hardware offloading? How 

many VMs are doing intensive I/O per host? I could go 

on, but you get the idea.

So, yes it is easy to get high overhead with virtualized 

disk/network I/O, but it’s also possible to get 

reasonably close to the bare metal performance. To 

get the most out of your virtualized I/O you need a 

solid monitoring tool that you can use to benchmark 

your workloads under various configurations. That way 

you can actually see which configurations work, and 

which don’t.

When it comes to the in-memory footprint of a running 

VM, if the VMs you’re running on your hypervisor are 

similar (for example, they all run the same operating 

system), many of the memory pages occupied by the 

VMs in the hypervisor will be identical. It would be a 

shame not to take advantage of that.

Linux does just that by using kernel same-page 

merging (KSM). KSM allows the operating system and 

an application, like the hypervisor, to de-duplicate 

memory pages, and use the same memory page for 

multiple VMs. For example, KVM/QEMU, the most 

popular OpenStack hypervisor according to a recent 

OpenStack user survey, makes excellent use of that 

feature.
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So now we need to ask, “How well does it work?” 

And the answer, as usual, is, “it depends!” In this 

case, it depends on how many memory pages are 

identical among the different VMs. Consider this real-

life scenario. Users were able to run 52 VMs, each 

with 1 GB of system memory, on a hypervisor host 

having only 16GB of RAM. I think even you will agree 

that’s not too bad. I would argue that VMs are not as 

expensive as one might think. They may not be as 

efficient as containers, but they’re not far off either.

Taras – I see what you mean. It sounds like you can 

reduce VM overhead dramatically if you measure 

the performance and tune parameters from scratch 

for each setup. Let me contrast that with the 

containerization world where you don’t need to be 

an expert to achieve very low overhead. This makes 

containerization more accessible for beginners. I 

predict that because of this accessibility, we’ll see the 

size of the containerization community continue to 

grow faster than the virtualization community.

Piotr – So now I have a question for you. Can Docker 

use KSM when running multiple similar containers on 

the same system?

Taras – KSM is indeed a very useful technology 

that works for containers, but only in some cases. 

For example, if you use Docker as a container 

orchestration tool, you can select which storage 

backend will be used. If you select AUFS or OverlayFS 

as a backend, then the appropriate driver will make 

KSM usage possible and the memory will be saved 

when loading files from identical container images. 

But if you select, for example, DeviceMapper, then 

KSM will not work because the memory page cache 

is keyed by device ID and cannot be shared. It’s the 

same story if you use the BTRFS backend. So it seems 

that backends like DeviceMapper and BTRFS may not 

be the best choice for platform as a service (PaaS) and 

other high-density container use cases.

Piotr – One more question: How are network 

interfaces exposed to containers in multi-tenant 

environments? Isn’t that also done with a form of 

virtualization, which would also imply some overhead?

Taras – At the moment, there is no native support 

for multi-tenancy in container orchestration tools. 

But multi-tenancy is a very hot topic of discussion 

in several containerization-related communities. 

Everyone agrees multi-tenancy will be useful when 

integrated with tools like OpenStack, where it’s already 

supported. The good news is that there is a project 

called Hypernetes, which brings multi-tenancy to 

Kubernetes. I hope this will be a part of standard 

Kubernetes distribution in the future.

But if we consider containerization networking in 

general, there can be some overhead, depending on 

how the containers are configured. You can share all 

or some of the network interfaces among the host and 

containers that run on the host. This is probably the 

best choice from a performance point of view because 

processes inside the containers use the network in 

the same way as processes that run outside of the 

containers. But this sharing breaks the isolation that 

is one of containerization’s most useful properties 

because you can’t share a network among different 

users in a PaaS setup or even on an HPC cluster.

The opposite of sharing network interfaces among 

containers and host is creating dedicated networks 

for each container, or bunch of containers, running on 
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one or more hosts. There are several tools to virtualize 

networking among containers (like OVS or Flannel), 

but each brings some overhead with it. This is because 

each packet sent by a container will go through more 

layers than it would if it used a host network interface 

directly. Each additional layer costs something in terms 

of overhead. On the other hand, you can say the 

same thing about VMs, because you need to virtualize 

networking in the same way that you need to virtualize 

the network for containers.

From this point of view, VMs and containers are similar 

and both can even use the same tools, like OVS. There 

are a few projects (Calico comes to mind) that should 

solve the problem of virtualized network performance, 

but I think it is still too early to use them in production.

Now, when it comes to HPC, networking virtualization 

requirements restrict containerization usage on HPC 

clusters. For example, when you have a distributed 

MPI application, you expect that communication 

among MPI processes will not go through additional 

layers of virtualization, which can slow the whole 

application down. HPC clusters are expensive systems, 

and any additional overhead makes them even more 

expensive for organizations to operate. This is one 

reason that container use is not as widespread in the 

HPC community as it could be.

Hopefully, the software defined networks (SDN) 

community will solve this issue soon, allowing 

containerization for parallel HPC jobs to become 

common. Although in cases where there is no 

requirement for network isolation, containers can be 

used in HPC now.

I should mention a comparably young project 

called Singularity, which allows you to create self-

executed container images and run them as a regular 

application in a workload manager job script. You 

just ask Singularity to put the list of files or even the 

content of an RPM inside a single bundle that can be 

moved to another cluster and executed as a regular 

binary. All of the processes started by the bundle 

will be put inside a single container automatically. 

Say you have an MPI application that doesn’t need 

any networking isolation. Singularity will allow you to 

benefit from the containerized application easily. Bright 

Cluster Manager will provide the Singularity RPM and 

documentation so that every customer can try it out on 

their HPC jobs.

Phew – that was an exhausting round. Feels like a 

double takedown. The next round will take on Start 

Time and Setup Orchestration.
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3 Start Time and Setup

How long does it take for a job to start up in a container or a VM, and 

how much does that really matter much in real-world applications? 

Our combatants discuss this here, and also compare the relative effort 

required to set up each environment.

Start where you are. Use what you have. Do what you can.

Arthur Ashe
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Start Time and Setup

Taras – Let’s talk about start time. Because a container image does not 

include the operating system, it is not started inside a container. In fact, 

that would be impossible! All containers share the same Linux kernel, so 

they can share system libraries and utilities. Container start time is roughly 

equivalent to process start time, so from the user’s perspective, the 

container starts immediately, without any noticeable delay. 

But when you start a new virtual machine (VM), you have to start the 

entire operating system from scratch, including the full boot process. 

Services are started with their entire dependencies hierarchy. The whole 

thing takes a noticeable amount of time.

Piotr – Yeah, that’s true, but how much difference does that really make? 

How many applications absolutely require the one to three second spin-

up time we see in containers, compared to the 30 second startup time of 

a VM? 

CPU time is cheap, and developer time is expensive. I see containers 

as great tools for prototyping a solution in a development environment 

because they save developers tons of time in the code-test-fix-test cycle. 

But once you are ready to ship your software, it probably doesn’t matter 

whether the solution is started in the bare-metal container, in a VM, or in a 

container-in-a-VM. The startup process for all of these alternatives will be 

automated during production. In most cases those extra seconds won’t 

cost your developers any time.

Taras – But even if running the start-time solution during production won’t 

matter that much to the developers, why not simply go with containers 

across the board? Also, why would people want to run containers within a 

VM?

Piotr – Advocates might see sharing the same kernel with other 

containers running on the same host as a good thing. I agree that this 

“CPU time is cheap. 
Developer time is 
expensive!”
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has many benefits, but it can also 

have many drawbacks, particularly 

when it comes to security. Since 

containers share the same kernel, it 

can be relatively easy for a process 

to break out of a container – or at 

least disrupt other containers on 

the host – with a series of malicious 

kernel calls. Running a container 

in a lightweight VM solves that 

problem.

Also, running containers in 

VMs makes it easier to conduct 

prototyping on the container during 

the development cycle, without 

sacrificing security in a multi-tenant 

production deployment. This is 

because of the isolation provided 

by a VM. Furthermore, if you use 

the memory page de-duplication 

we discussed in our last round, 

you won’t have to sacrifice the 

high density often associated 

with containers. What you gain 

in return is the ability to run the 

custom kernel of your choice while 

maintaining complete isolation 

from other tenants.

I have talked to several people 

from the Network Function 

Virtualization (NFV) space, and 

they consider the container-in-VM 

approach to be a perfect match for 

virtualizing some of the networking 

function in large teleconferencing 

data centers – precisely because 

of requirements on specific kernel 

features. I’m sure they are not the 

only ones who really want to exert 

control over that.

Taras – Fair enough. In fact, after 

listening to your argument, I’ve 

thought of another scenario that 

requires containers inside VMs. 

The need for older hardware 

virtualization environments to 

keep separate processes running 

on the same VM as isolated as 

possible. The requirement usually 

comes from organizations that 

need to run old software that isn’t 

worth rewriting to run on modern 

hardware. It happens, but not that 

often.

Taras – Let’s talk about setup 

orchestration. Containers can be 

used without much preparation 

or setup on modern operating 

systems. For example, the Docker 

daemon is included by default in 

the operating system distribution. 

With just one command, you 

can create a new image using 

Docker, or other tools, and run 

it on the host. If there’s a need 

to manage containers across a 

cluster, administrators can set up 

orchestration software such as 

Kubernetes. While, it’s true that 

setting this up isn’t a trivial matter, 

it’s definitely something that the 

average system administrator can 

do in a reasonable amount of time.

By contrast, it is not as easy to 

manage VMs across a cluster. 

You need to set up a system like 

OpenStack – and OpenStack 

deployment and management is 

well known for being extremely 

complex. It takes a lot of time for 

an administrator to develop the 

proper OpenStack setup, and 

upgrading it can be an even more 

complex task. Of course, you can 

always outsource the OpenStack 

deployment, but this costs money 

for the initial setup as well as 

subsequent upgrades. And the 

specialists you hired have to have 

access to your cluster for each 

upgrade, which may be a concern.

Piotr – I have to agree that 

OpenStack is notorious for being 

difficult to deploy and configure. 

It’s been said that OpenStack has 

the mother of all learning curves. 

But keep in mind that solutions 

such as our Bright OpenStack make 

it easy to deploy OpenStack on day 

one, and manage it starting on day 

two. In fact, you can deploy Bright 

OpenStack on top of Ceph with just 

a few mouse clicks — literally. This 

means the availability of in-house 

OpenStack deployment expertise 

is no longer a deciding factor in 

choosing to use OpenStack.

Taras – Good point!
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4 Image Formats

Containers and virtual machines both deal in images. These are binary 

blocks of code that represent the  machine and/or applications that the 

operator wants to run inside them. This round discusses the differences 

between the images containers need and the ones VMs need.

The world just does not fit conveniently into one format.
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Image Formats

Taras – Let’s talk about images. Nowadays, container images all follow the 

same standardized format developed by Docker and The Open Container 

Initiative participants. This single format means that a container image 

created once can be used anywhere – making container images extremely 

portable.

Let’s contrast that with virtual machine (VM) images, which have many 

formats, including RAW, ISO, QCOW2, VDI, QED, and VMDK, among 

others. This plethora of image formats confuses users and makes it much 

more difficult to distribute and run the same image in different places.

Piotr – That is true, but then again OpenStack doesn’t really care which 

image format you use. Everything about OpenStack is pretty much 

modular, in the sense that there’s one OpenStack which can have a whole 

variety of different drivers plugged into it.

The same cannot be said of the container world right now. Should you 

go with Docker or Singularity image format? Which storage driver should 

you use for Docker containers? What about using Docker .dab files 

(Distributed Application Bundles introduced in Docker 1.12)? CoreOS 

and Rocket? Maybe you should go with LXD or systemd-nspawn? Once 

you start betting on which containers to go with, you also have to decide 

which (often incompatible) container system to place your bet on. The 

choice is important for many reasons, not least of which is the fact that 

each container solution has its own idea of what a proper container 

networking model should look like. In fact, you would not be far off if you 

said that the only thing all the container systems have in common is that 

none of them has figured out how to solve the networking problem!

Taras – I beg to differ with you on container incompatibility. That issue 

was at least partially solved with the founding of the Open Container 

Initiative organization under the auspices of the Linux Foundation. The 

Open Container Initiative’s goal is 

to develop a set of open industry 

standards around container formats 

and runtime and is supported by many 

well-known world IT organizations.
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Open Container Initiative’s goal is to develop a set 

of open industry standards around container formats 

and runtime and is supported by many well-known 

world IT organizations. Docker is donating its container 

format and runtime, so some standards are based on 

(and compatible with) the Docker technologies. And 

I don’t think that networking requirements are a big 

problem either because there are many tools available 

to create virtual networks that can also be used in the 

virtualization world.

Piotr – OpenStack clouds, on the other hand, are 

pretty mature and work well with any VM image 

format, even when there are multiple hypervisors 

within the same cloud. That makes it easy to 

consolidate your existing cloud environments into 

OpenStack. The VM networking layer was solved years 

ago with the advent of OpenStack Neutron. Neutron 

offers a self-service group of elaborate networking 

constructs including virtual routers, virtual firewalls, 

virtual load balancers, and virtual (isolated) IPv4 and 

IPv6 subnets. This empowers the users to create 

complex networking environments.

Last but not least, OpenStack can also deploy Docker 

containers using the Magnum OpenStack component. 

It is true that Magnum is still in the midst of solving the 

networking piece of the container puzzle, but once this 

is solved in OpenStack, Magnum will provide seamless 

integration with the already existing networking 

constructs like routers, firewalls, and virtual networks. 

This will make OpenStack an amazing environment for 
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containers to thrive in, as well as interact and integrate 

with VMs and the rest of the infrastructure.

Personally, I would like to see the container community 

join forces with the OpenStack community. Sooner 

or later, Docker will need to (re-)invent solutions 

for the same sets of problems: a GUI dashboard, 

authorization/authentication, image store, storage 

drivers for different vendors, and networking, among 

many others. It makes perfect sense to team up and 

make use of what OpenStack already offers. I think 

of it as coding on the shoulders of giants. In fact, I 

was pleased to see last year’s announcement about 

Google, the major force behind Kubernetes, heavily 

contributing to OpenStack Magnum.

Taras – Docker developers have already started 

to create a GUI dashboard, which they call Docker 

Universal Control Plane, although it doesn’t look as 

powerful as OpenStack Horizon — at least for now. 

Authorization and authentication in such tools as 

Docker and Kubernetes is good enough, but without 

built-in multi-tenancy and user roles, they lose the 

competition compared to tools like OpenStack.

In any case, Kubernetes provides its own web UI 

and there is another project called KubeDash, which 

can be used for graphical performance analytics of 

Kubernetes clusters. 

Image storage, storage drivers, and networking are 

solved with 3rd party software like Ceph (as a backend 

for Docker Registry, which we integrate within Bright 

Cluster Manager) or OVS. But I agree that OpenStack 

services can replace orchestration tools like Docker, 

Kubernetes, or Swarm in the future.

Right now, I’d say that OpenStack works on a higher 

level than either Kubernetes or Swarm. OpenStack 

Magnum allows you to run containerized clusters, but 

it does so by using one of the orchestration tools, 

rather than managing containers itself. While this 

does allow you to create container-plus-OpenStack 

integration relatively quickly, it also adds a new layer of 

complexity and dependency. On balance I am not sure 

that the Magnum approach is the best choice.

I will agree with one point you made: that one day 

OpenStack may become a standard orchestration 

tool for containers. I agree that the containerization 

community should be working more closely with the 

OpenStack community.
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5 Application Sharing

It’s always a good idea to make the most of whatever resources we have 

on hand. In IT, that often means sharing applications among users. In this 

round, Piotr and Taras square off on how well containers and VMs handle 

application sharing.

Sharing is good, and with digital technology, sharing is easy.

Richard Stallman
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Taras – Containers are a good way to share 

applications among users. Because the images are 

usually small, it is easy and fast to download them from 

the Internet. For example, Docker supports Docker 

Hub, a publicly available registry of different container 

images. Using this tool, anyone can easily search and 

download images shared by other users. Thus, if one 

user creates a container image, he or she can easily 

upload it to Docker Hub and send a link (or just the 

image name) to another user, who will be able to start 

the container from that shared image with just one 

command. Pretty cool!

Piotr – Yes, the public Docker Hub is a great source 

of container images, but only if you do not care about 

security. As you just said, anyone can upload container 

images there. That includes potential attackers 

uploading container images with embedded exploits. 

Your end users can easily download them and deploy 

them within your infrastructure – then watch out!

You could, of course, set up your own internal Docker 

image repository that contains only verified and 

trusted images. But think about it. That would mean 

either that all container images submitted to that 

internal repository would have to be scanned and 

tested for exploits (slowing the add-container-image 

process), or that only admins could add new images 

(which would be very inflexible for users). And we all 

know that if users have to jump through too many 

hoops to get something done they will find a way 

around the established security policies, bringing you 

right back to square one.

Taras – Indeed, untrusted images can appear on 

Docker Hub or even in a locally installed image 

registry. Although Docker applies some Linux 

capability and SELinux rules that restrict and isolate the 

application running inside the container, the processes 

are still executed by root user inside the Docker 

containers. This allows processes in the container to, 

for example, mount NFS directories and then read 

and write restricted files that should be off limits. If 

users run a container, they have to be confident about 

the image and the applications it runs. But if you (as 

cluster administrator) consider any user that is able to 

communicate with Docker as fully privileged inside and 

outside the container, then the issue is similar to when 

administrators run any code on the cluster as root. 

So, you shouldn’t run unknown processes in Docker 

containers using unknown Docker images. Just think 

of it as a password-less sudo. If you still need to allow 

regular users to get the benefits of the containerization 

on your cluster, you should consider some other 

containerization solutions, like Singularity.

Docker may also help. It now allows you to map 

users running inside a container to users on the host 

(using the --userns-remap option of the daemon). This 

should, for example, prevent the scenario in which the 

user mounts /home by NFS and has access to all of the 

subdirectories. Today, this requires a specific kernel 
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patch, but I am hoping the official kernel builds will 

enable this Docker feature soon.

I should also mention here that you can find two types 

of image repositories on Docker Hub: official and 

non-official. The official repositories should be more 

trustworthy than those created by unknown users. This 

does not mean that we should trust official images 

completely, but using official images should reduce the 

risk of exploits.

You can also use security protection software, like 

FlawCheck or Clair, to verify the images before starting 

the containers. These tools can detect the most 

common cybersecurity threats affecting the container 

environments. If you use a locally installed image 

registry, you can add the software as a hook for some 

user actions, ensuring that all images get checked 

Another way to increase your trust in the images is 

to use a hardware signing feature, like YubiKey (a 

USB device). Docker supports YubiKey, and image 

developers can sign their images to ensure they have 

not been tampered with when they make it to the 

end user. The hardware device is not a requirement; 

the developer can also sign the image with a digital 

signature. Docker developers call the feature Docker 

Content Trust. From this point of view, containers have 

gone farther than VMs in image security.

It is also important to point out that Docker has 

recently added image scanning to the Docker Hub. 

This means that source code taken from publicly 

available container repositories by users assembling 

container workloads will be checked for the correct 

release number and any vulnerabilities. If the code is 

a release with known vulnerabilities, the downloader, 

and the supplier are notified, with the latter expected 

to fix it. So it’s clear that Docker developers are 

showing they understand how to improve protection 

of container images, which in turn shows that 

containerization is going in the right direction.

I also want to remind you that VMs are not a 100 

percent secure solution. For example, researchers 

found a bug in the microcode of AMD processors that 

allows users to control the host operating system from 

a virtual machine. And there are no guarantees that 

other hardware bugs related to virtualization will not 

crop up in the future.

There are several ongoing projects trying to mix 

containers and VMs, taking the best properties 

from both worlds. They are looking to combine the 

enhanced security available from virtualization with 

containerization’s small memory footprint. Examples 

include Unikernels or Hyper.

Also, keep in mind that sharing VM images is difficult 

because they are usually heavy (in terms of image size) 

and there is no infrastructure like Docker Hub to let 

you easily upload and share images. Of course, the 

VM images can be uploaded to some website, FTP 

server, or similar storage that others have access to, 

but this process is not standardized – and it takes time. 

As mentioned earlier, it is inconvenient for users, a 

problem in and of itself. 
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Piotr – I agree that it can be difficult, but it does not 

have to be. In fact, OpenStack provides more than one 

way to do it.

The first and most obvious approach is to use the 

concept of an OpenStack project, also known as a 

tenant. A project is an entity inside OpenStack that 

aggregates and owns a pool of resources that are then 

shared among users that belong to that project. In 

other words, VM image, volumes, volume snapshots, 

and VMs are shared by default and are accessible 

among all the users within the project. You need no 

additional configuration to share VM images among 

the users within a given project.

There are two different approaches you can use if 

you want to share images among different projects. 

One way is to create what is known as a VM snapshot. 

This is basically a VM image that gets uploaded to 

OpenStack’s VM image repository, called Glance. If 

that image is subsequently made public, it can be used 

by other projects within that OpenStack cloud.

Another approach is to use OpenStack’s Cinder, a 

block storage-as-a-service component that allows you 

to easily create volume snapshots. You can later turn 

those snapshots into proper volumes, reuse them 

within a given project, and even transfer the volumes 

to other projects (share them). I have to be honest, 

though. There’s a drawback to this approach. Currently, 

the volumes have to be explicitly transferred to other 

projects and explicitly accepted by them. This makes 

the process a bit awkward if you want to share a 

volume with a large number of other projects. But the 

OpenStack community is already working on making 

volumes publicly visible and accessible similar to the 

way Glance images are handled.

Taras – Great point!
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6 Image Version Control

Ready access to multiple version of an image can be a real time saver. In 

this round, we’ll look at how each system handles image version control.

Bill Gates is a very rich man today... and do you want to 
know why? The answer is one word: versions.

Bill Gates
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Taras – Sometimes it is really important to create 

several versions of the same application environment. 

For example, let’s say you need to set up several 

versions of GNU Compiler Collection (GCC) that you 

can easily switch between. One way to do this is to use 

module files or Lmod (Environment Module System). 

With container images, it is much easier to support 

several versions of the same applications.

HPC users can pack job environments inside a 

container. When they want to create a new version of 

the containerized job, they can just add a new layer 

to the image or run the container locally on their 

desktop. They could also modify the filesystem from 

inside the container and then create a new snapshot. 

The snapshot would be a new version of the image 

that could be used to run new containers. This way, 

the user can create a hierarchy of the images that will 

contain the same application, but, for example, may 

use different third-party libraries. Once the user has 

tested all of the created images and finds the best one 

(say, from a performance perspective) they can remove 

the other images.

Let’s compare that with the virtual machine version 

of images snapshotting modified images. The large 

average size of these images makes it difficult to 

create as many snapshots as most users need. It’s also 

more difficult to add a new layer that contains new files 

to an existing VM image.

We can compare the creation of new versions of 

container images and VM images with the way 

Subversion (SVN) and Git branches are created. While 

branch creation is possible and well documented in 

both systems, Git branches are pretty lightweight, 

can be easily created locally, and are easy to manage, 

modify or destroy. By contrast, SVN branches are fairly 

heavy and tend to be harder to work with.

Piotr - I get the analogy with SVN and Git branches, 

but managing VM image revisions can be pretty easy 

if you set up your cloud right. If your OpenStack cloud 

is running on top of a storage system that provides 

support for copy-on-write storage (e.g. Ceph), creating 

copies of snapshots and volumes is fairly cheap. With 

copy-on-write, only the differences between revisions 

are stored. This saves space and is relatively fast, even 

when working with large volumes containing large 

datasets.

Taras - OK, that’s true, but that means that Ceph is 

required for every OpenStack deployment and Ceph 

installation and management is not a trivial matter. It 

also requires an experienced administrator. 

Piotr - I agree that deploying Ceph can be non-trivial, 

but Bright OpenStack comes with Ceph integration 

built in, which means it’s not only easy to deploy Ceph, 

but also to manage that deployment throughout its 

lifetime. Actually, the only tricky part about deploying 

Ceph is selecting the hardware components that will 

give you the biggest bang for your buck. As long as 

you stick to some already well-established rules of 

thumb*, you won’t have any problems.

Taras - Agreed.

*Rules of Thumb for Ceph Success

• Put OSD Journals on SSDs
• use 1 journal SSD per 4-5 HDD 
• use SSDs which support a lot of writes through-

out their lifetime 
• use at least 10 GigE fabric
• use a dedicated fabric for Ceph data replication 
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7 Package Distribution

Installing and updating packages plays a big role in managing a modern 

data center. In this round, the guys compare and contrast the package 

handling capabilities of each system.

I don’t like to feel like I’m some fragile package that has 
to be shipped by high-priority mail and handled with 
white gloves.
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Taras – Today, packages (for example, RPM Package 

Manager (RPM), Debian software package (DEB), 

and Windows Installer (previously known as Microsoft 

Installer or MSI), are distributed as files with different 

formats. These packages contain directories and 

files, as well as scripts which are executed when the 

package is installed, uninstalled, or updated. Each 

operation may be associated with a script that is 

distributed with the package. The scripts ensure that 

the package is installed correctly and the application 

will run as expected in a particular environment.

Using container images lets us dispense with such 

scripts, making package maintenance simpler. This also 

makes the packages function more reliably, because 

the required environment is generated during image 

creation and never changes. In fact, container images 

could even potentially replace the classic packages 

format.

Using such images for application distribution in VMs is 

theoretically possible, but it is unlikely they will replace 

classic distribution packages because they are not well 

suited to the purpose.

Piotr - Good point. But let’s look at this argument 

from the other side. The traditional package-based 

approach actually makes it a bit easier to update parts 

of a VM in some cases. For example, if you know that 

OpenSSL is broken, you can simply use Yellowdog 

Updater, Modified (yum) to “yum update” your VMs. 

It is a bit trickier with containers, because as far as I 

know, container images do not have their own RPM 

Package Manager database (RPMdb), so a yum update 

will not work.

As for VM image distribution being difficult – as long 

as your entire team is within the same cloud, sharing 

VM images is relatively easy, as we discussed earlier.

Taras - Theoretically you can put RPMdb inside each 

of your container images, although this would increase 

the image size. Also, when a user changes anything 

inside the container, those changes are applied to 

a temporarily created image layer. This means that 

when the user runs something like yum update 

inside the container and then restarts it, the update 

will be reverted. Users should create a snapshot of 

the updated container that is running, and use that 

instead of the old one. I really think containers need 

something better than using RPM or a similar tool 

inside the images.



27

Containers vs VMs
Ro

un
d 

8 Device Access

Abstracting the software from the hardware works great — until it doesn’t. 

Sometimes you just need hardware to make something happen. Whether 

it’s a network interface, a coprocessor or a GPU, software needs to talk 

to the nuts and bolts to get certain things done. In this round, Piotr and 

Taras reflect on how containers and VMs enable (or hinder) device access.

It’s hardware that makes a machine fast. It’s software that 
makes a fast machine slow.

Craig Bruce
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Taras – Access to any device within a container can be 

restricted when required. However, in general, there is 

no problem gaining access to any device attached to 

the host from within the container.

By contrast, virtualization presents obstacles to 

accessing devices, because the hypervisor abstracts 

physical hardware when running a VM. Examples 

include GPUs, coprocessors, and InfiniBand (IB) 

host channel adapters (HCA). Several projects are in 

the works that promise to provide access to a GPU 

from within a VM, but they do not work well for all 

hypervisors – and there is no unified way to pass any 

generic device to a VM.

Piotr – For this one, I want to start at the end. There 

is actually a unified way to provide VMs with a 

passthrough to a peripheral component interconnect 

(PCI). Intel implements support for PCI using what 

they call VT-d; AMD uses IOMMO. There’s a drawback, 

though. For the passthrough to work, the device must 

support certain PCI standards. Since not all PCI cards 

support the standards, passthrough doesn’t work with 

every PCI card.

You mentioned InfiniBand earlier. Exposing a single IB 

HCA to multiple VMs via PCI passthrough and SR-IOV 

is reasonably easy with Kernel-based Virtual Machine 

(KVM) and OpenStack. Exposing a GPU to VMs is 

bit trickier. As you point out, there are many ways to 

approach this. You could go with GPU “API Remoting,” 

like rCUDA, but that might be too slow for some 

applications. You could also go with a generic PCI 

passthrough or its special case, a GPU passthrough.

Both the passthrough-based solutions work, but I have 

to admit that it takes a fair bit of setup and fiddling 

to get them working properly. Another drawback 

is that they lack the ability to share a single GPU 

between multiple VMs. If that is not a requirement, PCI 

passthrough gets you performance numbers only a few 

percent shy from those of bare metal. So in my view, 

this solution is comparable to containers.

To go one step further, sharing a single GPU among 

multiple users in KVM, you would need to use GPU API 

Remoting or have a GPU card that supports the SR-

IOV standard. Last year AMD did just that, unveiling 

AMD Multiuser GPU technology based on the SR-IOV 

standard. However, I haven’t yet seen it used with 

KVM.

Some people claim they’ve gotten Intel’s Xeon Phi 

to work in VMs using PCI passthrough on certain 

hypervisors. I’m not sure if KVM was one of those. 

From what I gather, the latest generation of Intel’s 

next-generation Xeon Phi coprocessors, Knights 

Landing, makes things easier. What do you think about 

that?

Taras - Yes, I agree that the Knight’s Landing processor 

should solve this problem because the chips behave 

similarly to regular CPUs. Since they will just replace 

the CPUs, passthrough technologies will no longer be 

needed. On the other hand, Intel is going to continue 

to produce PCI-versions of Xeon Phi, so passthrough 

technology will still be needed to support those.
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Conclusion

Now that the final bell has rung, let’s listen to what our combatants 
have learned from  their epic, albeit cerebral, battle.

Taras

Containers vs VMs
Piotr - To sum up the discussion, I do not see VMs and 

containers as competitors. They simply have different use 

cases. 

Taras - I agree. There is a place for both containers and VMs. 

Containers are helpful if you need to run many applications in 

as few servers as possible. VMs are great if you need to run 

multiple operating systems. Most data centers will likely run 

both containers and VMs in the foreseeable future.

Piotr - I believe that OpenStack can provide a good ecosystem 

in which containers can thrive, and I hope that the container 

and OpenStack communities will work together even more 

closely in the future.

Taras - Me too. Let’s hold out hope for that.

Piotr
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