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Introduction

Let’s face it, sometimes it seems like every publication 

remotely related to technology has an article about deep 

learning in it. While there’s no shortage of coverage, it can 

be hard to sort the hype from the reality in deep learning. 

In this book, we will take a hype-free look at what deep 

learning is, what it’s used for, and why you should care. 

Deep Learning: Hype or Helpful?
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Chapter 1
What is Deep Learning and Why You Should Care

What is Deep Learning?

There are plenty of deep learning 
definitions on the internet, some 
more helpful than others. For 
example, according to Wikipedia, 
Deep learning (also known 
as deep structured learning, 
hierarchical learning or deep 
machine learning) is a branch of 
machine learning based on a set of 
algorithms that attempt to model 
high level abstractions in data by 
using a deep graph with multiple 
processing layers, composed of 
multiple linear and non-linear 
transformations. But some of the 
terminology in that definition 
may be unfamiliar, making the 
definition less than helpful.

Here’s a simpler way to think of 
it: Deep learning is about having 
a computer learn things the way 
humans do. Once trained, that 
computer can be used to analyze 
data to make decisions for us, all 
on its own. 

Deep learning is a relatively new 
area of machine learning. Where 
machine learning provides a 
way to find inexact solutions to 
computationally difficult tasks, 
deep learning goes a step further, 
allowing the computer to build 
complex concepts from simpler 
ones. This layering model allows 
deep learning to approach the 
elusive, yet long-sought goal of 
artificial intelligence.
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It’s not clear why, but you’ll find 
that many explanations of deep 
learning involve cat images. In 
keeping with that tradition, Pete 
Warden explained it with an 
example in an article he wrote 
for O’Reilly, “...take an array of 
numbers (that can represent pixels, 
audio waveforms, or words), run 
a series of functions on that array, 
and output one or more numbers 
as outputs. The outputs are usually 
a prediction of some properties 
you’re trying to guess from the 
input, for example whether or not 
an image is a picture of a cat.” 

The Next Step in Big Data?

Big Data has been the darling of 
tech journalists for several years 
now. The notion is that gathering 
vast amounts of data and 
analyzing it is a good way to spot 
patterns and trends. One popular 
approach is to use Hadoop to 
create distributed analyses that 
sift through petabytes of data 
to extract, for example, click 
patterns on a website. Another 
example is using Spark to analyze 
seismographic data to identify the 
best places to drill for hidden oil 
deposits. We’ve even seen some 

attempts at spotting flu outbreaks 
using the unstructured stream of 
data that is the Twitter fire hose, 
and at least one claim that Twitter 
can produce rates of heart disease. 

While big data technology 
continues to be important for 
organizations trying to extract 
insights from their data, deep 
learning may also have a role 
to play. By adding sufficient 
computing power, and developing 
suitable algorithms, some of the 
questions that have been put to 
big data may better be answered 
with deep learning.

A Brief History of Deep Learning

The quest for artificial intelligence 
has been a long one, studded with 
both great promise, and crushing 
disappointment. Exactly how long 
we’ve been seeking AI depends 
on your willingness to stretch the 
definition of “intelligent machine,” 
but let’s be practical and limit 
ourselves to modern history. 

Ever since John McCarthy coined 
the term artificial intelligence (AI) 
at the Dartmouth Conference 
in 1956, we’ve been fascinated 
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with the idea of machines that 
could think like we do. The early 
days of AI were full of promise, 
and popular media of the time 
tended to exaggerate what 
AI could deliver. As it became 
clear that AI couldn’t live up to 
the hype, interest in the topic 
waned. Fortunately, some of 

the researchers knew there 
was more to be learned, and 
continued to explore. Thanks to 
these dedicated visionaries, new 
developments in machine learning, 
and more recently deep learning, 
have brought new excitement into 
the field.
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Deep Learning in Action

The most commonly cited uses for deep learning are speech 
recognition, computer vision, and natural language processing. While 
that may sound like a narrow sphere of operation, many interesting 
developments have come from real-world implementations of deep 
learning algorithms. A scan of recent headlines reveals a wide range of 
products and capabilities that owe their existence to deep learning:

“Pinterest testing ways to  
improve video discovery”

“Shutterstock now suggests 
keywords for images  

that contributors upload”

“Facebook wants chatbots to  
learn the way people do”

“Google open-sources Show and 
Tell, a model for producing  

image captions”

“Facebook’s DeepText engine is 
learning to read what you share 

like a human”

“Microsoft researchers are 
teaching AI to write stories about 

groups of photos”

“Facebook’s latest AI experiments: 
generating  

captions and recognizing  
faces in videos”

“Descartes Labs raises $5M to 
make agricultural predictions with 

deep learning”

“Google Translate Gets a  
Deep-Learning Upgrade”

“Deep-learning neural network 
creates its own  

interpretive dance”

As entertaining as it is to watch Chor-rnn dancing, let’s look at some of 
the more practical uses for deep learning that may lie in our future.



8BUILDING A DEEP LEARNING ENVIRONMENT

Hello. Where Can I Take  
You Tonight? 
 
Imagine a world where you don’t have to worry about traffic. In-
stead of struggling through your commute, you could relax and 
use the time to prepare yourself for the day. If you have the means, 
you might be able to accomplish this by hiring a chauffeur, but 
what if there was another option.

  In Mountain View, California, a company called Drive.ai is using 
deep learning techniques to design a better commute. The 
company wants to push the boundaries of artificial intelligence to 
engineer cars that are both safer and smarter that what we have 
today.

We humans can be a menace to our fellow travelers once we 
get behind the wheel of a car. No matter how hard we work to 
stay focused, or how experienced we are at driving, it takes only 
a moment of distraction by another driver to result land us in 
the emergency room. And in places where cars and pedestrians 
intermingle, the potential for disaster is even greater.

Enter deep learning — the closest approximation the we have to 
human learning. It enables computers to create their own rules and 
learn from examples without the hard coding that conventional 
computers need. For example, if most computers were asked to 
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identify a chair, they would only identify ones with four legs, a seat, 
and a back, unless told otherwise. Deep learning would allow a 
computer to correctly identify barstools and backless benches 
as seating options as well as typical chairs. By aggregating the 
obvious with the implied and using the situation to make the best 
available decision, a deep learning computer can learn much the 
way we do. 

Applying deep learning techniques to cars allows them to learn 
continuously, rather than repeating mistakes over and over as 
many human drivers do. According to Automotive News, which 
interviewed Drive.ai president and co-founder Carol Reiley, the 
new cars will be able to communicate using a variety of honks, 
lights, and emojis. 

“We’re pushing deep learning more end-to-end than it’s been 
done before,” said Reiley, 34. “We use it for perception all the 
way through to decision-making -- how a car should maneuver and 
drive,” and also employ “artificial intelligence inside and outside 
the car.” 

The cars are slated for both Level Four and Level Five automation, 
meaning they will be able to work both with and without a human 
driver. Drive.ai aims to retrofit fleet cars with their kits, making it 
possible to deliver either people or cargo as the companies see fit. 

This type of research is pushing forward not the automotive 
industry and the entire field of artificial intelligence. By studying 
how the algorithms can interact with people, researchers will learn 
things that can then be applied to other industries. 
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Would you like to play a game? 

Mankind’s fascination with artificial intelligence has captivated 
imaginations for decades. Creatives in Hollywood make movies like 
2001: A Space Odyssey and The Matrix to portray sensationalized 
versions of machine intelligence.

Meanwhile, scientists have developed real machine learning techniques 
that allow computers to learn much the same way humans learn. In 
machine learning, computers discover patterns and make predictions 
without being explicitly programmed to do so. Intead, they use 
algorithms to learn iteratively from large amounts of data.

Deep Learning mimics the neural brain activity of humans. It uses 
neural networks made of layers containing nodes that form multiple 
connections. Each connection informs the next connection throughout 
the layers. Deep learning is at the forefront of new developments in 
computer vision, speech recognition, and natural language processing.

One might expect that computers could only become as smart as 
the data they analyze, but Google DeepMind’s AlphaGo took things 
one step further. Using deep learning techniques, it learned to make 
educated guesses.

Go is a deceptively simple board game for two players who take turns 
placing stones on a 19x19 game board. The goal is to have your stones 
surround the largest area of the board. Go has fascinated artificial 
intelligence developers for decades because the vast number of 
possible strategic moves and various eventualities are too numerous 
for traditional machine learning methods to ever completely process. 
According to Google, there are more possible positions in Go than 
there are atoms in the universe.
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Not only could computers not win at Go, they weren’t even very good 
players. Before AlphaGo, the best computer programs could only reach 
amateur player status, even with the benefit of handicaps.

Google trained AlphaGo’s deep neural networks on 30 million 
moves made by the pros until it became smart enough to predict an 
opponent’s moves -- most of the time. Next, Google turned AlphaGo 
loose to play thousands of games against increasingly better versions 
of itself. It was through this process of reinforcement learning that 
AlphaGo taught itself how to develop new strategies to play Go.

They were proven to be winning strategies when, in October 2015, 
AlphaGo became the first computer program to beat a human player 
at Go without handicaps. Then, in March 2016, AlphaGo went on to 
defeat Lee Sedol, an 18-time world champion Go player, in four out of 
five games.

AlphaGo’s one loss shows that it isn’t perfect. Demis Hassabis, chief of 
the DeepMind group that created AlphaGo, said that AlphaGo made a 
mistake on move 79 of the game it lost, but didn’t realize its error until 
move 87.

Geoffrey Hinton, the “godfather of deep learning” told Maclean’s 
after the Sedol games that the significance of AlphaGo’s wins is that 
the computer relied on its own intuition, something we thought only 
humans could do. AlphaGo’s deep neural networks considered all the 
possible moves and opted to make what it deemed was the best next 
move, only discovering its mistake in hindsight. One might be tempted 
to say, “it’s only human.” 
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Why Should You Care?

These examples show that deep 
learning has applications that are 
both practical and whimsical. The 
bottom line is that deep learning 
is real. It may not present itself 
the same way that the artificial 
intelligence entities of our 
science fiction stories did, but 
you shouldn’t underestimate its 
potential as a business solution.

The availability of large amounts 
of data and access to very high 
performance compute resources 
have been the norm for several 
years. With deep learning 
frameworks and libraries available 
to everyone, applying artificial 
intelligence to your business 
problems need no longer be some 
futuristic vision. Now is the time to 
get involved and take advantage 
of the technology at hand. 

As IDC’s Steve Conway says, 
enterprises that apply deep 
learning to their big data 
workflows stand to gain a major 
competitive advantage. Better to 
be the one  with that advantage, 
than watching your competitors 
take the lead.

“Many Fortune 500 and 
Forbes 2000 firms will 
need to apply deep 
learning to their big data 
workflows.  Enterprises 
that do this ahead 
of their competitors 
stand to gain a major 
competitive advantage.”  
 
Steve Conway,  
Research Vice President at IDC  
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Chapter 2
Building a Deep Learning Environment  
for your Business

Machine Learning Libraries and 
Frameworks for Deep Learning

There are many machine learning frameworks and libraries 

in the market today, and some are better tailored to deep 

learning applications than others. In this section, we’ll look at a 

selection of frameworks that are both popular, and well suited 

to the task.
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Libraries and Frameworks

When developers discuss deep learning, 
you’re likely to hear them talk about libraries 
and frameworks. So what, exactly, are they 
talking about?

Both libraries and frameworks are accessed 
through application program interfaces (APIs). 
The difference between them is that libraries 
are called by your code through those APIs, 
while frameworks call your code through APIs. 

Libraries implement functions that you are 
likely to need when building a deep learning 
application. Someone else has gone to the 
trouble of implementing a commonly used 
algorithm into a neat package that you can 
make use of in your own work. This can be 
a tremendous time saver; you don’t have to 
write the code, and -- even more importantly 
-- you don’t have to debug it. Someone else 
has done that for you.

Frameworks are more comprehensive. They 
are the entire skeleton of a program that 
someone else has written, living placeholders 
where you add the specific aspects of your 
application. This way, you don’t have to come 
up with the overall design. Someone else has 
done it for you, so you can concentrate on the 
pieces that make your application unique.
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“Since Bright was 
installed, it has run so 
smoothly that we have 
not needed to touch it”

TensorFlow

The TensorFlow framework was 
born inside Google and represents 
their second generation machine 
learning system. It was created to 
solve real-world problems within 
Google, and was released to 
the open source community as a 
reference implementation in late 
2015. 

Given its roots at Google, it’s 
no surprise that TensorFlow is 
designed to scale across multiple 
nodes. TensorFlow implements 
data flow graphs, which describe 
mathematical computation with 
a directed graph of nodes and 
edges. Nodes typically implement 
mathematical operations, but can 
also represent endpoints to feed in 
data, put out results, or read and 
write variables.

Graphs can be assembled with 
C++ or Python, and processed on 
CPUs or GPUs making it one of the 
more powerful and flexible deep 
learning frameworks. 

Caffe

Caffe is a deep learning framework 
that is, “made with expression 
speed and modularity in mind.” 
It was originally developed for 
machine vision but has since 
grown to be used in other deep 
learning applications. 

In keeping with its stated goal of 
performance, Caffe is written in 
C++ and has built-in support for 
NVIDIA GPU support via CUDA. 
Caffe includes model definitions, 
optimization settings, and pre-
trained weights so you can get 
started immediately. In addition, 
the Caffe community shares 
models (in a GitHub community 
called the model zoo) that you can 
use to build your own applications.
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Caffe on Spark

CaffeOnSpark is a deep learning 
framework that combines the 
world of big data with machine 
learning. It leverages the Caffe 
deep learning framework, and 
the big data frameworks (Spark 
and Hadoop) so you can build 
a distributed deep learning 
environment on a cluster 
composed of servers with CPUs 
and GPUs.  

It’s an extension of Caffe that lets 
you train neural network models 
and extract features on a powerful, 
distributed infrastructure. 

Torch

Torch is a machine learning 
framework designed for scientific 
computing and has an underlying 
C/CUDA implementation for fast, 
GPU-based processing. It uses a 
scripting language called LuaJIT, 
and comes with many additional 
packages for computer vision, 
signal processing, image, video, 
audio processing, and many 
others that come from an active 
developer community.

Theano

Theano is a Python library that lets 
you define, optimize, and evaluate 
mathematical expressions, 
including multi-dimensional arrays. 
It was developed by a machine 
learning group at the Université 
de Montréal to handle the kinds of 
computations needed for neural 
network algorithms.

Theano is known for creating 
fast code. Its compiler applies 
optimizations of varying 
complexity to symbolic 
mathematical expressions to 
create native code that runs 
efficiently on both CPUs and 
GPUs.
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Related Packages

Beyond the main machine learning 
libraries and frameworks, there are 
a number of software components 
that you should consider. Let’s look 
at a few of those here.

MLpython is a library for 
organizing machine learning 
research. Data scientists use it 
to gain access to many datasets 
and learning algorithms, and to 
organize their own research into a 
simple framework.

CuDNN is NVIDIA’s CUDA Deep 
Neural Network (hence the 
name cuDNN) library for deep 
learning. As NVIDIA puts it, 
“cuDNN provides highly tuned 
implementations for standard 
routines such as forward and 
backward convolution, pooling, 
normalization, and activation 
layers. cuDNN is part of the 
NVIDIA Deep Learning SDK.”

DIGITS is NVIDIA’s Deep Learning 
GPU Training System that lets 
data scientists quickly design and 
develop deep neural networks for 
image classification and object 
detection. Think of it as a “front 
end” for machine learning users.

The Role of GPUs in Deep Learning

When it comes to deep learning, 
you’d be amazed by the speed gains 
you’ll achieve by using GPUs in your 
architecture. With GPUs, you can 
experiment with new algorithms, and 
see the results much faster -- more 
than 10x faster in many cases -- than 
you would in a system that relies 
completely on CPUs for processing. 

How much benefit you will see 
depends, in part, on your algorithms. 
This is particularly true if you are 
hoping to see a performance 
increase as you apply multiple 
GPUs to the processing path. Some 
algorithms lend themselves to 
parallelization more than others. For 
example, convolutional layers can 
be parallelized fairly easily, and they 
scale well across multiple GPUs. But 
GPUs in your environment can be 
of use without parallelization since 
you can use them to run multiple 
algorithms separately, each given its 
own GPU for processing. 

GPUs aren’t your only options. 
Accelerators such as Intel’s Xeon 
Phi can also play a role, however, 
the availability of NVIDIA’s CUDA 
libraries, and their integration into 
many of the popular deep learning 
frameworks and libraries makes it 
easy to start your deep learning 
environment off with NVIDIA GPUs.
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Completing the Picture
Selecting a framework and set of libraries is a good start, but you’ll 
need to do more if you want to build a complete deep learning 
software environment. All of the machine learning libraries discussed 
so far have dependencies that you will need to track down and 
integrate. Since deep learning is in such a dynamically changing stage 
of development, these dependencies change with alarming regularity. 
Some have reported spending anywhere from several days to a few 
weeks to build a complete, working deep learning environment using 
open source software.

The machine learning libraries can have dependencies on up to 400MB 
of Python modules, all of which you’ll need to download, version match, 
and install. And if your environment will take advantage of NVIDIA’s 
GPU hardware, as many deep learning solutions do, you’ll also need to 
install the appropriate CUDA drivers, CUDA Building Blocks (CUB), and 
NCCL (pronounced “Nickel”) which is a library of standard collective 
communications routines.  

Infrastructure Requirements
There’s no single best way to build a deep learning environment today. 
Depending on the needs of the project, the scale of the solution, and 
the means of the business, a number of different options are open 
to you. However, whichever hardware, software, and architecture 
you choose, it will have to meet these basic criteria: Store a lot of 
data, provide a lot of computing power, enable the execution of 
new algorithms. These are the critical elements of any deep learning 
solution.
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Architecture

It is possible to get started in deep learning using a single machine and 
a collection of open source software. Indeed, this is exactly how many 
projects first come to life. However, the limitations of a single machine, 
even one that has a powerful CPU and perhaps even an accelerator 
board, are soon reached. Then, a search for a more scalable approach 
begins.

Hardware

If you are building a production-grade deep learning environment, it 
will have to be both high-performing, and robust. One way to achieve 
both of these objectives without breaking the bank is to build a 
cluster using commodity-class servers, plenty of storage, high-speed 
interconnects, and efficient accelerators.

Fortunately, building a reliable, high-performance cluster using 
commodity servers is a well-understood exercise. Choosing high-
capacity servers from leading vendors such as Dell, Supermicro, and 
others, and interconnecting them with fast networking gear from  

The Role of High Speed Interconnects in Deep Learning

Interconnecting nodes in a cluster dedicated to deep learning tasks can take 
many forms. High speed ethernet, and InfiniBand are both commonly used 
in clustered environments, with InfiniBand getting the nod in most high-
performance computing clusters, due in large part to its high speed and very 
low latency characteristics.

For most deep learning applications, inter-node communication is generally not 
the bottleneck, so the high-speed, low-latency advantage InfiniBand efforts may 
not be as important as it is in other applications. However, if your deep learning 
algorithms lend themselves to a high degree of parallelism, you may want to 
consider InfiniBand for your interconnect fabric.
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Mellanox and other vendors is a 
great start. Adding accelerators 
such as NVIDIA’s line of GPUs 
completes the package for a high-
performance deep learning cluster.

Software

Besides the deep learning 
frameworks and libraries 
already discussed, you’ll need 
a solid operating system (OS) 
underpinning your deep learning 
infrastructure. The most popular 
selection is, of course, Linux, 
although Unix and Windows are 
also viable options. The key here 
is to select a version of Linux that 
will support the deep learning 
software you’ve chosen, and has 
a proven track record as a reliable 
clustered infrastructure OS, such 
as CentOS or Red Hat Enterprise 
Linux (RHEL).

Management

Let’s take a moment to think about 
how you will manage your deep 
learning solution. For it to be a 
production-grade solution, it will 
have to be well managed. You 
should consider how the system 
will be deployed, and by whom. 
You should also consider how 
much (or how little) of a burden 
managing the system in day to day 
operation will be on your IT staff. 

If your data scientists have to 
spend their time finding and 
installing upgrades to various 
parts of the cluster, you may find 
their productivity drops. It’s best 
to provide them with a reliable, 
manageable system so they can 
focus on developing and running 
the algorithms needed to make 
the most of your deep learning 
initiative.
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Chapter 3
Summary

Don’t Get Left Behind

As IDC’s Steve Conway warns, it’s clear that organizations that want to 
get ahead of their competition should be thinking about how they can 
use deep learning. At the very least, the technology warrants some 
exploration. What is possible? How can deep learning give you better 
or faster insights that will help you get the jump  on your competitors? 
Can you do it cost-effectively?

If you decide to explore deep learning as a strategic initiative, you may 
find that setting up and running an enterprise-grade deep-learning 
environment can be challenging. Don’t let administrative overhead eat 
into any competitive advantage you might derive from deploying deep 
learning in your competitive arsenal. Whichever approach you choose 
should allow your data scientists and researchers the freedom to pursue 
their analytic work without having to double as IT administrators for the 
deep learning environment. 
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Appendix 1
Further Reading

A non-exhaustive list of further 
reading for those interested in 
learning more about  building a 
deep learning environment for 
their organization.

NVIDIA GPUs — The Engine of 
Deep Learning  
https://developer.nvidia.com/
deep-learning

Python Machine Learning  
by Sebastian Raschka  
https://amzn.com/1783555130

Make Your Own Neural Network  
by Tariq Rashid  
https://amzn.com/B01EER4Z4G

Deep Learning: A Practitioner’s 
Approach (pre-release) 
by Adam Gibson et al.  
https://amzn.com/1491914254

Deep Learning Neural Networks: 
Design and Case Studies (pre-
release) 
by Daniel Graupe  
https://amzn.com/9813146451
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Getting Started with TensorFlow 
by Giancarlo Zaccone  
https://amzn.com/B01H1JD6JO

Supermicro® Introduces 
NVIDIA® Pascal™ GPU-enabled 
Server Solutions Featuring 
Tesla® P100 GPUs at GTC 
Europe 2016 
https://www.supermicro.com/
newsroom/pressreleases/2016/
press160928_NVIDIA_GTC.cfm

A Full Hardware Guide to Deep 
Learning 
http://timdettmers.
com/2015/03/09/deep-learning-
hardware-guide/

Market for Artificial Intelligence 
Projected to Hit $36 Billion by 
2025 
https://www.top500.org/news/
market-for-artificial-intelligence-
projected-to-hit-36-billion-
by-2025/
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Appendix 2
Customer Testimonials

”Bright cuts my own workload by 50%, and pays for itself 
over and over in terms of headcount savings.”

”We’ve experienced substantial savings 
in terms of hardware, maintenance and a 
reduction in staff hours.”

”Compared to the open source tools we were 
using, we typically save at least a day per 
month on just systems maintenance alone!”



Let us show you how our proven cluster management software makes 
it easy to deploy a complete, advanced, clustered IT infrastructure  
over bare metal and manage it effectively. Our solution leverages 
Bright Cluster Manager’s capabilities to provide single-pane-of-glass 
management for the hardware, the operating system, HPC workload 
managers, OpenStack software, and users.

With Bright, system administrators can get their own systems running 
quickly and keep them running reliably throughout their life cycle 
— all with the ease and elegance of fully featured, enterprise-grade 
management software.

SIGN UP FOR A FREE DEMO

Talk to one of our experts and see how Bright Computing  
can help you get the results you really want.

www.brightcomputing.com

FREE DEMO


