Bright Computing

SIMPLE
MANAGEMENT OF
COMPLEX RESOURCES

Slurm in the High Performance Computing Environment

Slurm Basics

What’s Inside ?
Introduction: Too Many Resources, Too Many Problems

3

Chapter 1: Efficient and Effective HPC System Management 4
Chapter 2: Resource Allocation Without Saturation		

7

Chapter 3: Key Slurm Commands					

8

Appendix: Free Demo of Bright Cluster Manager			

11

brightcomputing.com

Page 2 / 11

Slurm Basics

Introduction:
Too Many Resources, Too Many Problems

F

rom guest-starring on world-renowned trivia game shows to making advanced medical diagnoses,
supercomputers have seized the limelight. Whether they’re performing calculations for advanced
particle physics simulations, providing multi-user processing for industrial applications, or planning
exploration through the vastness of space, multi-node high performance computers are the bleeding edge
of technology.
Multi-node, off-the-shelf, readily available components have opened the door for scalable infrastructure
to become the norm, rather than the exception. In an environment with dozens or hundreds of users all
clamoring for a piece of the computational pie, all
these resources (computational nodes) need to

“Slurm, or Simple Linux Utility
for Resource Management, is
a highly scalable open-source
workload and resource manager
created to manage Linux-based
clusters of all sizes effectively
and efficiently.”
be managed effectively. With an ever-growing list
of jobs with different sizes, priorities, and system
configuration requirements, this kind of system
management can seem impossible to achieve.
Whether managing a single rack, a large closet,
or an entire data center, requests always seem to
overwhelm available resources.
Perhaps you are preparing to take your first steps into the world of HPC, or perhaps you are already
supporting these systems and are looking for a better way to manage them. Either way, Slurm can make
your life easier.
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Chapter 1:
Efficient and Effective HPC System Management

S

lurm, or Simple Linux Utility for Resource Management, is a highly scalable open-source workload and
resource manager created to manage Linux-based clusters of all sizes effectively and efficiently. Slurm
can scale from the smallest systems to the largest, handling 100,000 independent jobs across the 100,000
individual sockets of IBM’s Sequoia supercomputer.

Slurm offers solutions for the two
most important roles with regard to
high‑performance computing.
Resource Management:Slurm allocates resources
within a compute cluster, according to user-defined
job-processing requirements. This feature is also responsible for launching and managing jobs.
Job Scheduling:Slurm manages work queues, with
powerful tools for starting, stopping, executing,
reprioritizing, and monitoring work on any number of dynamically configurable nodes.
• It supports complex scheduling algorithms.
• It is optimized for network topology, fair-share
scheduling, advanced reservations, preemption, gang scheduling (time-slicing jobs), backfill
scheduling, etc.
• It can prioritize jobs using highly configurable
parameters, such as job age, job partition, job
size, job QOS, etc.
• It supports resource limits by queue, user,
group, etc.
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Correctly configured and utilized, Slurm offers important features for systems
use, sustainment, and configuration.
Fault-Tolerance
Slurm was designed to reduce the risk of catastrophic failure in job processing, with a fault-tolerant
control daemon system. The slurmctld daemon runs on the management node, with an optional failover
redundant counterpart. A slurmd daemon runs on each compute node and provides a fault-tolerant
hierarchical communication structure within the compute cluster.
Dynamically Configurable and Highly Flexible
Daemons manage the individual compute nodes, which can be logically organized into partitions, or
node sets. These partitions can then be assigned jobs, job-steps (subtasks within a job), or allocated
a time window based on group or user. These partitions are managed similarly to job queues and can
have parameters, including job size limit, job time limit, users permitted to use it, availability, power
restrictions, and many others.
Prioritized jobs will then be allocated partition resources as required, with as many nodes as needed
tasked to the priority job. Any remaining unused resources may then be assigned work in parallel.
Job Queuing
Slurm is capable of handling a large
workload, ensuring that tasks are
accomplished in the best way possible
to satisfy the user base. Slurm provides
intuitive features to manage job queue,
priority, and processing.
Slurm offers an extensive array of features to systems
administrators. Knowing what these tools are, and how to
use them, will minimize time spent managing resources.
Each job is configurable to node quantity, priority,
operating system, memory requirements and other
resource allocations optimized for network topology
and on-node topology, including sockets, cores,
and hyperthreads.
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With Slurm, you can take control of all of the
jobs queuing up to run on your HPC cluster.
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Additionally, administrators have the ability to
go in and adjust the job queue or job parameters
as needed or preemptively allocate resources for
critical jobs not yet queued. By implementing
group and user profiles, resources may be allocated
as best suits an organization’s needs. This fairshare scheduling with hierarchical accounts is
best integrated with a centralized database for
accounting and configuration.
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Systems Administration
Slurm’s administrative offerings rival its processing
features. Administrators have access to realtime and long-term statistics, including system
monitoring, power consumption, network and file
system use, throughput, and CPU use overall and
by job. Additionally, unused nodes may be powered
down, CPU limitations and configurations enabled,
and other important tools are readily available in
Slurm’s extensive toolbox.
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Chapter 2:
Resource Allocation Without Saturation

B

right Cluster Manager offers HPC system administrators the ability to deploy complete clusters over
bare metal and to manage them effectively. This purpose-built solution provides single-pane-of-glass
management for the hardware, the operating system, HPC software, and users.
Ease the stress of standing up a new cluster and keeping it running reliably throughout its lifecycle with a
full-featured, enterprise-grade cluster manager.
Bright Cluster Manager lets you deploy a cluster as a single entity, provisioning the hardware, operating
system, and workload manager from a unified interface. Automating the deployment process makes it
easier to build a reliable cluster. Once the cluster is up and running, the Bright Cluster Manager daemon
keeps an eye on virtually every aspect of every node, reporting any problems it detects in the software or
the hardware, so that you can take action and keep your cluster healthy. The intuitive Bright management
console lets you see and respond to what’s going on in your cluster anywhere, anytime.

H

Our software automates
the process of building and
managing Linux clusters in your
data center and in the cloud
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Chapter 3:
Key Slurm Commands
Be ready for success and keep this list of the most important Slurm commands on hand. Like any
Linux-based resource, man pages are available for all commands, daemons, API functions and features.
Additionally, utilizing the “--help” flag will provide guidance.

Slurm Commands
sacct

Displays accounting data for all jobs and job steps in the Slurm job
accounting log or Slurm database

sacctmgr

Used to view and modify Slurm account information

salloc

Obtains a Slurm job allocation (a set of nodes), executes a command,
and then releases the allocation when the command is finished

sattach

Attaches to a Slurm job step

sbatch

Submits a batch script to Slurm

sbcast

Transmits a file to the nodes allocated to a Slurm job

scancel

Used to cancel pending or running jobs or job steps that are under the
control of Slurm; additionally may be able to send an arbitrary signal
to all processes associated with a job or step job

scontrol

Used to view and modify Slurm configuration and state

sdiag

Schedules diagnostic tool

sinfo

Displays information about Slurm nodes and partitions; this
command has many options to filter results

slurm

Provides Slurm’s system overview
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smap

Graphically displays information about Slurm jobs, partitions, and set
configurations parameters

smd

Failure management support tool

sprio

Displays the factors that comprise a job’s scheduling priority

sh5util

Merge utility for acct_gather_profile plugin

squeue

Used to report on jobs located in the Slurm scheduling queue; it has
many options for filtering, sorting, and formatting output

sreport

Generates reports from the Slurm accounting data

srun_cr

Runs parallel jobs with checkpoint/restart support

srun

Used to submit a job for execution or initiate job steps in real time;
it has a wide variety of options to specify resource requirements,
including minimum and maximum node count, processor count,
specific nodes to use or not use, and specific node characteristics
(memory use, disk space use, etc.)

sshare

Tool for listing the shares of associations to a cluster

sstat

Displays various status information of a running job/step

strigger

Used to set, get or clear Slurm trigger information

sview

Graphical user interface to view and modify Slurm state
Configuration Files

Configuration Files
acct_gather.conf

Slurm configuration file for the acct_gather plugins

bluegene.conf

Slurm configuration file for BlueGene systems

burst_buffer.conf

Slurm burst buffer configuration
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cgroup.conf

Slurm configuration file for the cgroup support

cray.conf

Slurm configuration file for Cray systems

ext_sensors.conf

Slurm configuration file for the external sensor support

gres.conf

Slurm configuration file for generic resource management

knl.conf

Slurm configuration file for Intel Knights Landing management

nonstop.conf

Slurm configuration file for failure management

slurm.conf

Slurm configuration file

slurmdbd.conf

Slurm Database Daemon (SlurmDBD) configuration file

topology.conf

Slurm configuration file for defining the network topology

Daemons and Other
slurmctld

The central management daemon of Slurm

slurmd

The compute node daemon for Slurm

slurmdbd

Slurm Database Daemon

slurmstepd

The job step manager for Slurm

SPANK

Slurm Plug-in Architecture for Node and job (K)control

For a complete reference of Slurm commands, see www.schedmd.com
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INTERESTED IN A BRIGHT-MANAGED SLURM
CLUSTER? GET A FREE DEMO OF BRIGHT
CLUSTER MANAGER AND SEE HOW MUCH IT
CAN DO FOR YOU.
Bright Computing provides comprehensive software solutions
for deploying and managing HPC clusters, big data clusters, and
OpenStack in the data center and in the cloud.
Bright Cluster Manager for HPC lets you deploy complete clusters
over bare metal and manage them effectively. It provides singlepane-of-glass management for the hardware, the operating system,
HPC software, and users.
Bright OpenStack makes it easy to deploy, provision, and manage
your OpenStack-based private cloud infrastructure. It provides
headache-free deployment on bare metal, advanced monitoring
and management tools, and dynamic health-checking, all in one
powerful, intuitive package.
We would love to show you what Bright software can do for you.
Please contact us and we will set up a live demo with a Bright
technical expert and answer any questions you may have.

FREE DEMO
Bright Cluster Manager is exceptionally user friendly and allows
us to do basic management tasks quickly and efficiently.
Alexander Schön, Cluster Manager at Aircraft Design
of the University of Stuttgart

It used to take us two to three hours to deploy resources for a new
project. With our Dell HPC cluster and tools like Bright Cluster
Manager, we can stand up a new environment in 30 minutes.
Jay Etchings, Senior Architect for HPC and Research Computing
at Arizona State University

