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According to IDC research, “the 
amount of global data subject to data 
analysis will grow by a factor of 50 
to 5.2 ZB in 2025, while the amount 
of analyzed data that is ‘touched’ 
by cognitive systems will grow by a 
factor of 100 to 1.4 ZB.” This growth 
of big data is having an impact on 
how data science is conducted. 

Although there are numerous 
definitions of big data, a research 
paper in The Journal of Big Data 
entitled “Deep Learning Applications 
and Challenges in Big Data Analytics” 
cuts to the chase quite well:

“Big data generally refers to data 
that exceeds the typical storage, 
processing, and computing capacity 
of conventional databases and data 
analysis techniques. As a resource, big 
data requires tools and methods that 
can be applied to analyze and extract 
patterns from large-scale data.”                                                      

Today, every enterprise is faced with 
the question of how best to leverage 
big data through data science. Many 
businesses are increasingly leveraging 
enormous data lakes as a means 
to better utilize high performance 
computing (HPC). In order to derive 
actionable insights, they are turning 
to machine learning (ML)—and, more 
specifically, deep learning (DL)—to 
drive sophisticated data analyses.

Mining big data in the aggregate 
can lead businesses to increased 
productivity, optimized business 
processes, and additional revenue 
sources from new products or services. 

The Journal of Big Data article 
explains: “The hierarchical learning 
and extraction of different levels of 
complex, data abstractions in Deep 
Learning provides a certain degree 
of simplification for big data analytics 
tasks, especially for analyzing massive 
volumes of data, semantic indexing, 
data tagging, information retrieval, 
and discriminative tasks such as a 
classification and prediction.”

Mining big data in the 
aggregate can lead businesses 
to increased productivity, 
optimized business processes, 
and additional revenue sources 
from new products or services. 

Introduction
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Clear opportunities can be seen 
in the McKinsey & Company big 
data report, which identifies more 
than 300 potential use cases of 
machine learning and big data in 
multiple industries. The broad array 
of industries and sectors that could 
benefit from these uses includes:

1. Agriculture
2. Automotive
3. Energy
4. Finance
5. Health care
6. Manufacturing
7. Marketing
8. Media
9. Pharmaceuticals
10. Public/social interest
11. Retail
12. Telecom
13. Travel, transport, and logistics
14. 

It has become clear that nearly every 
sector and nearly every company 
operating in those sectors currently 
has untapped potential for top- and 

bottom-line growth through data 
science. Even though this broadening 
of scope beyond the high-performance 
computing realm of purely scientific 
research is in the early stages of 
expansion, those that do not begin 
plotting a course now will be victims 
of the impending wave of digital 
disruption. Navigating that course 
should begin with an understanding of 
how components of data science such 
as big data, machine learning, and 
deep learning are highly compatible, 
but wholly different.

The Ties and Differences Between 
Data Science’s Deep Learning and Big 
Data

While the McKinsey & Company 
report shows the promise of big data, 
machine learning, and deep learning, 
it also shows how the realization of this 
promise has been slowed. The report’s 
findings are that most sectors have 
realized only 30 to 40 percent of the 
potential margin improvements and 
productivity growth.
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Although there are several factors 
involved, this failure to fully realize 
potential benefits can be largely 
attributed to a number of challenges 
that are inherent to general data 
science. These challenges come into 
focus when viewed through the lens of 
big data and deep learning.

Machine learning and deep learning 
are well suited to identifying patterns 
in big data derived from a variety of 
sources where data arrives at varying 
speeds. This dual nature of big data—
that it is unstructured and derived 
from various sources—constitutes the 
biggest challenge for businesses. 

To overcome these challenges, an 

enterprise data science infrastructure 
must be highly adaptable, reliable, 
and flexible. This is the only way that 
it can effectively feed a data science 
pipeline that can extract operational 
insights quickly, easily, and accurately. 
By looking at the challenges shared 
between deep learning and big data, 
we can clearly see and address the 
roadblocks to harmony in this blended 
data science family.

To overcome these challenges, 
an enterprise data science 
infrastructure must be highly 
adaptable, reliable, and 
flexible.

http://brightcomputing.com
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Shared Challenges of the Five Vs of  
Big Data

While big data and deep learning are 
a good match, their shared challenges 
can stop many organizations from 
embarking on enterprise-scale 
projects. These challenges can be 
traced back to the five Vs of big data.

More specifically, the first three 
Vs (Volume, Velocity, and Variety) 
make it difficult to attain the last 
two (Veracity and Value). Volume 
adds computational complexity 
that adds costs, time, and memory 
needs in algorithm training, which is 
foundational to deep learning. In fact, 
as data size increases, some algorithms 
may become impractical.

The list of shared challenges 
associated with the five Vs, as 
explained by “Deep Learning 
Applications and Challenges in 
Big Data Analytics,” cited in the 
introduction, includes: “data quality 
and validation, data cleansing, feature 
engineering, high-dimensionality and 
data reduction, data representations 
and distributed data sources, data 
sampling, scalability of algorithms, 
data visualization, parallel and 

distributed data processing, real-
time analysis and decision making, 
crowdsourcing and semantic input 
for improved data analysis, tracing 
and analyzing data provenance, data 
discovery and integration, parallel and 
distributed computing, exploratory 
data analysis and interpretation, 
integrating heterogeneous data, and 
developing new models for massive 
data computation.”

These challenges directly impact 
machine learning algorithms. As data 
size increases, computation time is 
negatively affected due to its reliance 
on the architecture used to store and 
move the data. The advent of resilient 
distributed datasets as the core of 
Apache Spark has made Spark the 
“go-to” processing engine for machine 
learning, deep learning, and big data 
in the enterprise.

However, the exponential growth in 
machine learning libraries outside of 
Spark has also added some challenges 
to the possibilities in production-scale 
use of data science. These challenges 
primarily lie in integrating the growing 
list of libraries and frameworks that are 
suited to particular development tasks.

Challenges of the Deep Learning/Big Data 
Blended Family

http://brightcomputing.com
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So Many Libraries and Frameworks, 
Yet So Little Time and Money

One of the primary challenges of 
creating a viable data science pipeline 
within an enterprise is one that 
many decision makers overlook: the 
complexity of installing and configuring 
a chosen framework and library. This 
challenge includes the fact that it:

 y Can take days to find, download, 
and install deep learning software 
modules.

 y Can take several more days to find 
all of the dependencies for a given 
deep learning framework or library.

 y Is very difficult to ensure that a 
business is using all the latest 
versions of specific libraries that will 
work together seamlessly.

Today, businesses that are 
implementing a data science project 
to begin testing the waters as well 
as those expanding their big data 
infrastructure towards production 
scale face the same challenges. What 
they collectively need is an integrated 
implementation and orchestration 
automation tool that is agile, flexible, 
fast, and—most importantly—simple 
and cost-effective.

Only then can they develop an end-to-
end data science pipeline. The goal of 
this pipeline is to enable businesses to 
find, configure, deploy, and manage 
all of the dependent pieces needed 
to run machine learning libraries and 
frameworks.

 

-
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According to the 2017 Deloitte 
cognitive technologies survey, 
leading adopters of C-suite cognitive 
technology (AI, machine learning, 
natural language processing, 
deep learning) are seeing strong 
opportunities for:

 y Improving existing products and 
services

 y Developing new products and 
services

 y Pursuing new markets

These businesses from a wide 
variety of sectors are early adopters 
of production-scale use of a more 

democratized data science approach 
via deep learning and big data 
within the enterprise. Collectively, 
they represent the realization of the 
possibilities of business growth, agility, 
and competitiveness in the digital age.

However, many businesses are just 
now understanding what is possible by 
building a framework for big data and 
deep learning within the enterprise. 
For many, their hesitance is based on 
the lack of a clear, practical approach 
to merging machine learning/deep 
learning and big data pipelines in ways 
that deliver practical results quickly, 
easily, and cost-effectively.

A Practical Approach to Merging Machine 
Learning/Deep Learning and Big Data Pipelines

http://brightcomputing.com
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Manipulating the Data Analytics 
Pipeline

Data analytics using machine learning/
deep learning rely on an established 
suite of events, also known as the 
data analytics pipeline. Organizations 
can manipulate this pipeline to better 
respond to the challenges of machine 
learning/deep learning with big data. 
These manipulations include:

 y Data Manipulations 
With data manipulations, the 
purpose is to modify the data in 
the pre-processing stage of the 
pipeline so that it mimics non-big 
data. The goal of this manipulation 
is to reduce dimensionality 
(wide data sets) and to enable 
instance selection (reducing high-
volume sample data sets) without 
information loss. Data cleaning is 
another type of data manipulation 
that enables pre-processing such as 
noise and outlier removal.

 y Processing Manipulations 
To improve machine learning/deep 
learning performance with big data, 
processing manipulations focus on 
modifying how data is processed 
and stored (physical and memory 
storage). Processing manipulations 
can happen during three phases 
of the data analytics pipeline: data 
transformation, data storage, and 
data analysis.

 y Algorithm Manipulations 
Algorithm modifications focus 
on providing the capability to 
process large datasets, improving 
performance, or providing real-time 
processing capabilities. Distributed 
machine learning platforms such as 
Apache Spark MLlib, 0xdata H2O, 
and Google’s TensorFlow are all 
algorithm modification solutions.

http://brightcomputing.com
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Simplified Machine Learning Library 
Implementation to Free Existing Big 
Data Flows

Of course, all of the platforms, 
frameworks, libraries, and tools that 
enable this type of manipulation are 
good at some things and not as good 
at others. In addition, they must be 
integrated into the machine learning/
deep learning/big data architecture 
that might extend from on-premises 
to the cloud (both public and private). 
Moving forward, organizations must 
have the flexibility and agility to 
choose and implement these solutions 
quickly, easily, and cost-effectively.

Fortunately, new tools and frameworks 
are making deep learning easier 
by providing organizations with an 
ability to combine the right software, 
hardware, network, tools, and libraries. 
This enables them to develop and run 
applications and services efficiently.

The key to this approach lies in an 
end-to-end solution that provides 
a high level of automation at all 
stages of architecture development. 
The goal is to enable businesses 
to streamline the deployment, 
management, operation, and scaling 
of deep learning environments so that 

they have seamless interoperability 
while being built on a foundation 
of flexibility and reliability. Equally 
important is the ability of these tools 
to enable developers and analysts to 
easily assemble the right collection of 
hardware and software without being 
IT administrators.

The flexibility to adopt emerging new 
tools and practices is fundamental 
to the agility needed to respond to 
changing market needs. That means 
having a choice of machine learning/
deep learning frameworks and libraries 
that can be implemented quickly and 
simply, with assurance that they are 
complete and will work well together. 
These choices must include the most 
popular frameworks and libraries, such 
as:

 y Caffe

 y Torch/PyTorch

 y TensorFlow

 y Theano

 y CNTK

 y MLPython

 y NVIDIA CUDA Deep Neural 
Network library (cuDNN)

 y MXNet 

The Benefits and Needs of Deep Learning and 
Big Data Agility

http://brightcomputing.com
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It takes a great deal of computation 
power to process big data for 
deep learning, so GPUs and 
other accelerators are important 
components. Consequently, 
deep learning solutions need to 
accommodate GPU-accelerated 
versions of common machine learning 
libraries for easier deployment and 
management of hardware, related 
software, and APIs.

In addition to removing the challenges 
of finding, configuring, and deploying 
all of the dependent pieces needed 

to run those deep learning libraries 
and frameworks, the solutions must 
facilitate:

 y Extending GPU-enabled instances 
into the cloud via cloud bursting 
capability.

 y Easy containerization of deep 
learning applications, or the ability 
to run them in a private cloud.

 y Taking advantage of the 
performance provided by modern 
clusters by running a deep learning 
application in a distributed fashion.

http://brightcomputing.com
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How Machine Learning, Deep Learning, and 
Artificial Intelligence Impact DevOps
According to a Forrester report, 
artificial intelligence, machine learning, 
and deep learning will have a growing 
impact on software development in 
terms of the way business leaders and 
developers think about applications 
and possible new solutions. This can 
be seen in the approach of application 
development and delivery (AD&D) 
teams in ways that transform the 
software development life cycle 
(SDLC) through new practices and 
development tools. By applying deep 
learning to knowledge presentation, 
natural language processing 
(NLP), recommendation engines, 
and computer vision and speech 
technologies, new applications that 
open new business lines and remake 
others will become simpler, faster, and 
more assured.

The growing entrenchment and 
possibilities of the hybrid cloud model 
for enterprises are foundational to the 
deep learning and big data remake of 
managing the DevOps pipeline, chiefly 
because the use of deep learning 
algorithms to create a new generation 
of advanced AI applications can 
take advantage of data for the SDLC 
wherever it resides. 

Leveraging Big Data Installations to 
Productionize High-Quality Models at 
Scale

For today’s businesses, the promise of 
combining big data and deep learning 
is a data analytics pipeline that yields 
actionable insights at production scale. 
That requires an approach where 
speed, agility, flexibility, and simplicity 
are as prized as accuracy.

As more organizations graduate from 
small side projects to large-scale 
production deployments, they must 
grapple with the complexity and 
cost associated with traditional big 
data infrastructure. Today, leading 
automation solutions can make it time- 
and cost-effective to deploy Hadoop 
as well as Spark, Kafka, Cassandra, 
and other big data frameworks in the 
cloud.

The combination of parallel 
processing, big data, cloud 
technology, and advanced algorithms 
is taking AI, machine learning, and 
deep learning out of the lab and into 
production environments. This is true 
inside and outside the enterprise 
through workforce assistance 
automation, product development, 
and customer service, among others.

http://brightcomputing.com
http://reprints.forrester.com/#/assets/2/108/'RES121339'/reports


13 brightcomputing.com

Solving the Data Science Dilemma

There are now data science platform 
automation tools that democratize 
access and analysis of big data through 
machine learning and deep learning. 
These solutions provide the connective 
tissue for end-to-end data science 
pipelines.

The result is that organizations of all 
sizes can transition from small-scale 
to production-scale data science 
pipelines via simplified, automated 
architecture implementations. This will 
be key to enabling the workforce to 
easily and simply access and analyze 
data for projects across the business.

http://brightcomputing.com
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Maximizing Support of Existing Big Data Tools
Machine Learning and deep 
learning are essentially language 
and technology-stack agnostic, but 
they are dependent on access to 
two types of data: training data and 
big data. Training data is used to 
teach AI models or machine learning 
algorithms, and those trained models 
then analyze big data. While big 
data at scale is often associated with 
Hadoop, and more recently with Spark, 
their ability to produce high-quality 
models at scale can be challenging.

The Hadoop file system (HDFS) is 
usually leveraged within the Java 
ecosystem. While this is ideal for 
enterprise systems, it is less than ideal 
for fulfilling the role of a machine 
learning language. Conversely, Python 
is often considered less than optimal 
for enterprise applications, but it has 
become a dominant language in the 

machine learning space. However, 
it does not have native bindings to 
HDFS. Spark, on the other hand, can 
depend upon the HDFS API, but it 
is only one of many toolsets in deep 
learning.

Even with the foreknowledge of what 
framework or tools are preferred for 
a particular job, familiarity does not 
always mean the fastest, easiest, or 
most complete route to a conclusion. 
In addition, data science pipelines at 
scale can and should have expanding 
project scope opportunities.

Consequently, it is imperative to 
have the option to choose among 
frameworks, libraries, and tools so 
businesses can run different algorithms 
more closely matched to the needs of 
each job. 

http://brightcomputing.com
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Augmenting an Existing Big Data Pipeline with 
Machine Learning
Organizations that are already using big 
data often struggle with identifying the 
point in their pipeline where they can 
best take advantage of machine learning. 
A good place to start is to reuse the 
existing big data infrastructure, either for 
pre-processing the data or applying the 
machine model. The right infrastructure 
management tools can make this 
otherwise daunting reconfiguration task 
much easier to tackle.

Even with the foreknowledge 
of what framework or tools 
are preferred for a particular 
job, familiarity does not always 
mean the fastest, easiest, or 
most complete. route to a 
conclusion.

http://brightcomputing.com
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Conclusion
In today’s enterprise, where data 
science can be used for a continually 
broadening number of job use cases, 
it is imperative to have the flexibility 
of a pipeline that is agile in terms of 
languages, frameworks, and libraries 
that are readily available, fully 
compatible, and easily implemented.

With potentially limitless application 
opportunities, understanding how 
cognitive systems, big data analytics, 
machine learning, deep learning, 

and AI work together and how to 
leverage them will be critical for 
businesses moving forward. The 
evolution of automation software can 
now simplify everything from cluster 
management to data science pipelines 
and OpenStack clouds in one holistic 
platform. This gives organizations 
faster access to sophisticated insights 
for production-scale products and 
services through a simple, agile, 
flexible, and cost-saving interface that 
poises them for sustainable growth.

http://brightcomputing.com
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