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What is Disaster Recovery?

Disaster Recovery (DR) is the process by which an organisation recovers its critical 
IT systems, applications and data from an event that has a negative impact on its 
business continuity or finances. The disaster can refer to anything from a significant 
weather event such as flood, fire or hurricane, to another kind of event such as a 
network or power outage, hardware failure, or a simple human error.

With the increasing dependence of modern businesses on data, Disaster Recovery has become a hugely important 
consideration. 

Forrester’s 2017 DR Preparedness report¹ indicated that not everyone has DR covered: 

Only 18% of respondents felt confident they could recover their data in a disaster, while almost half felt under-prepared 
when asked the question: 

"How would you rate 
your ability to recover 
your data in the event 
of a site failure or 
disaster event?"

Very Prepared - 18%

Not Prepared - 11%

Somewhat Prepared - 34%

Prepared - 37%

Disaster Recovery
In this eBook, we will explain how the approach to Disaster Recovery has evolved in recent years; how Disaster 
Recovery as a Service, or DRaaS, has made cost-effective DR solutions available to enterprises of all sizes; and what 
steps to take to improve your DR processes and ensure business continuity in the event that disaster does strike. 

By understanding the risks, you can put the right plan in place. 

Base: 73 DR decision-makers
Source: Forrester/DRJ State Of Preparedness Survey 2017

 ¹ https://www.drj.com/journal/spring-2017-volume-30-issue-1/the-state-of-disaster-recovery-preparedness-2017.html

http://www.iomart.com


4www.iomart.com

The main DR challenges

The larger a company is, the more likely it is to build DR into its business continuity 
planning. However, for smaller companies the challenges around DR often prevent 
them making the investment. Many of them will ask, ‘Why should I insure against 
something I’m not sure is ever going to happen?’

Let’s look at the main barriers that companies frequently cite:

1. Cost

This is the number one factor when it comes to the challenge of investing in a suitable DR solution. 

The cost of the hardware and remote storage, and staff to maintain it, can rise to a six figure sum for larger 
organisations. The cost of downtime may be high, but so too is the potential cost of some solutions.

2. Lack of Expertise

Traditional DR systems require management by a full-time employee to manage backups and maintain and monitor 
the server hardware, research potential new solutions and work with vendors and technical support to remedy any 
problems. Many organisations lack the in-house expertise or the ability to pay for a full-time admin to take care of 
it and assist with DR planning and business continuity.  

3. Distributed Data

Data is stored on so many different devices and people work from all sorts of locations, which makes it hard to back 
everything up centrally and create a comprehensive DR strategy. 

However, the reality is that DR technology has come a long way and these challenges are far easier to overcome 
than ever before. The real challenge therefore is what size of investment to make in DR planning. This will vary 
according to the potential damage that could be done to an organisation by an ongoing outage.  

Here are some of the most common problems caused by a disaster:

Lost revenue – from unfulfilled orders

Lost customers – who go elsewhere when you can’t continue to provide the service

Lost reputation – in the market in which you operate

Loss of confidence – internally within your business

Loss of data – legal and regulatory punishment can be imposed for significant loss of data

http://www.iomart.com
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Why is DR important?

So why is DR important? Because, simply, time is money. Most businesses rely on data 
that is stored online and cannot afford the financial costs of losing it.

However it’s not just the loss of a data centre, it’s the resulting impact on the business – offices, staff, and services 
delivered. 

As we explain in another eBook on Maximising Business Uptime (link), outages can be hugely damaging to a 
company’s reputation. Several airlines for instance have had to pay compensation after IT and power outages left 
customers stranded. 

According to IHS Markit’s 2016 survey², the cost of downtime for North American organisations ranged from 
$1million a year for a typical mid-size company, to over $60million a year for a large enterprise. And the Uptime 
Institute’s seventh annual Data Center Industry Survey³ reported that 25 percent of the organisations it questioned 
had experienced a data centre outage in the previous 12 months, while 90 percent of those running data centres 
believed their corporate management was more concerned about outages than the year before.

With market intelligence firm IDC predicting that the number of devices connected to the Internet will rise to 80 
billion by 2025, there is no doubt that online access to data is critical to most businesses. If the data, or the systems 
used to access that data, go down, then so too could the business itself.  

² https://technology.ihs.com/572369/businesses-losing-700-billion-a-year-to-it-downtime-says-ihs

³ https://uptimeinstitute.com/press-uptime-institute-annual-survey-results-enterprise-owned-data-centers-still-primary-compute-venue

http://www.iomart.com
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1 https://en.wikipedia.org/wiki/Recovery_time_objective 
2 https://en.wikipedia.org/wiki/Recovery_point_objective

DR challenges 

DR is something of the ‘elephant in the room’ for many businesses who want to protect 
their data under all circumstances but are overwhelmed by the cost and complexity 
of doing it properly. 

In theory, the perfect DR solution is to have an exact replica of your infrastructure at a second site. In practice, 
achieving this can be impractical due to the prohibitive cost and challenge of keeping both systems running 
perfectly in sync.

Disaster Recovery therefore, needs to be planned at the granular level, examining which systems and services are 
critical and what level of IT disruption an organisation is prepared to put up with before it can get back online. 

Recovery Objectives
There are two common industry terms used to define this:

RTO – Recovery Time Objective¹

The time it takes from the initial disaster or disruption to restore a business process to its service level, in order to 
avoid unacceptable consequences associated with a break in business continuity. 

So, if a disaster takes place at 12pm (Midday) and the RTO is six hours, then the DR process should restore the 
business process (and IT systems) to the acceptable service level by 6pm. 

RPO – Recovery Point Objective²

This is the amount of data you are prepared to lose, measured from the time of the outage to the data state that 
you are recovering to i.e. the age of the copy of the data.

So, if a disaster happens at 12pm (Midday) and the RPO is two hours, the DR process should be able to restore all 
the data that was in the system at 10am. The data loss covers those two hours.  

The RPO is related to the replication method and frequency used to position the copy of the data at the DR data 
centre. You might replicate every 15 minutes, or a streaming replication that constantly updates changes. 

A business will decide what is an acceptable RTO and RPO according to the financial impact and reputational 
damage that could be done to it when its systems are down. The aim is to find an acceptable and cost-effective way 
of recovering based on the RPO within the timeline and the service level established by the RTO.

Improving RTO and RPO invariably adds cost so it’s essential to be realistic, which takes you back to what data loss 
you can tolerate.

http://www.iomart.com
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Let’s take a look at the three types of DR architecture and run through the pros and 
cons of each one and the sorts of organisations each of them is most suitable for.

Pros

With two or more active sites delivering service to your customers, any single site can fail with the live sites remaining 
taking up the load until the failed site is brought back online.  Routing of customers away from failed nodes can be 
automatic and virtually seamless with little or no transactions or data lost. The active-active approach also has the 
benefit of facilitating regular testing as well as upgrades and ongoing maintenance. 

Cons

Active-active architecture is complex to design. It is also the most expensive approach to DR as you need high 
quality equipment and software to keep both sites continuously live. There can also be a drawback as to how far 
the sites can be apart physically. The distance between the sites is a performance overhead because of the need 
for reliable and redundant connectivity and the fact that this approach also imposes a low latency requirement. 

Recommended Use

Active-active DR is the best option to support solutions and services which absolutely must not go offline, such as 
the large scale transactional systems used by financial institutions and critical communications systems used by 
the emergency services.  

Active-active 

The active-active approach to DR is about building a continuously available solution where real time copies of your 
data are hosted in multiple locations all linked and serving your customers at the same time. By having multiple 
“live” copies of your data and applications you remove the concept of failover since all copies of your service are live 
simultaneously.  With no real concept of failover, your service will always be available.”

DR – the three main approaches

Failover will incur some data loss
Distance between sites largely unimportant

A - Active B - Passive

Asynchronous
Replication

A - Active B - Just-in-time

Various
Replication
Methods

Seamless Failover
Distance between sites limited to ~2ms latency

A - Active B - Passive

Synchronous
Replication
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DR – the three main approaches (continued)

Pros

The investment in the infrastructure and staffing of the warm site is made by your chosen service provider. Data is 
replicated continually and after a disruptive event the replica data is made active under the terms of your Service 
Level Agreement (SLA). Unlike an active-active configuration, active-passive is much more flexible in terms of the 
location. It is also easier to design and works particularly well if your DR needs to cover multiple geographical 
locations.

Cons

Some data will almost always be lost using the active-passive option and the system needs to be tested regularly. 

Recommended Use

Active-passive is the most common approach for any web based service where the customer can manage and 
accept small amounts of downtime or data “loss”. Ecommerce sites and many informational sites can benefit from 
this approach.  

Active-passive 

The active-passive or asynchronous approach is where there is a warm site – a second set of equipment or a 
second data centre, typically also in a separate location - which is on standby until it needs to be activated in the 
event of a major failure. The second site has a near real time copy of the production data (usually with changes 
updated periodically, from every few minutes, or hour, to a day) that only comes into use at that stage. This is can 
be activated by an automated process or by having a playbook that takes you through the necessary steps. 

Failover will incur some data loss
Distance between sites largely unimportant

A - Active B - Passive

Asynchronous
Replication

A - Active B - Just-in-time

Various
Replication
Methods

Seamless Failover
Distance between sites limited to ~2ms latency

A - Active B - Passive

Synchronous
Replication
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Disaster Recovery as a Service (DRaaS) 

DRaaS is a third party service that allows your business to continue operating as 
normal in the event of a major incident. It replicates production workloads by using 
cloud and on-premise resources to back up your data and critical applications, and 
it provides failover to a secondary site to enable a seamless transition to a backup 
environment.

Depending on the DRaaS solution you choose, your systems are brought back up in a time agreed under a specific 
SLA.

Pros

With DRaaS there is no need for upfront investment in equipment or a secondary site. This means there is no need 
to pay for ongoing maintenance, power, cooling etc., which makes the month-to-month costs cheaper than the two 
above solutions. Service providers tend to refresh their environment more often than you would and therefore can 
offer the latest and best services. They should also be able to offer geographically diverse data centres

With DRaaS you can choose to restore one virtual machine or your entire data centre. The provider’s cloud acts as 
the recovery platform in the event of a disaster so you don’t need to invest in a secondary site. 

The provider should offer strong SLAs so you know exactly what to expect from the DR solution and create the RTO 
and RPO that best suits your business strategy. They will offer a compliant recovery environment for the data of 
highly regulated industries. 

Cons

There are various factors to consider when considering which DRaaS solution to select – these include costs, 
security, bandwidth and performance – all of which you need to be sure will meet your business requirements. It is 
also important to regularly test the DRaaS solution. By doing this you can test your service provider as well as your 
own processes.

Recommended Use

Given how complex, expensive and time-consuming it is to develop a disaster recovery strategy from scratch, more 
and more companies, especially small and mid-sized businesses are choosing available solutions in the DRaaS 
niche.  

Failover will incur some data loss
Distance between sites largely unimportant

A - Active B - Passive

Asynchronous
Replication

A - Active B - Just-in-time

Various
Replication
Methods

Seamless Failover
Distance between sites limited to ~2ms latency

A - Active B - Passive

Synchronous
Replication

http://www.iomart.com


10www.iomart.com

DR planning

Even when a suitable DR system is in place, the process of invoking it, either to test 
it or for real, can cause further problems. Network configuration can be a particular 
headache, with the challenges of routing traffic to the right machines, avoiding IP 
conflicts, maintaining security and updating VPN and DNS records among the issues 
that need to be addressed. How to failback afterwards is another consideration 
altogether. 

Testing of a DR plan can often fall by the wayside because of this, meaning that when it is needed most it takes 
longer, because problems haven’t been fixed earlier in the planning process. It’s important to invest time and 
resources and to prepare and to train staff. Repeated regular training is essential because your environment is 
always changing. As a result, solutions that allow you to test non-disruptively and without risk are highly desirable. 

Asking the right questions early on in the process will help create an effective DR plan.

1. How is your current infrastructure configured?
By understanding the storage you have, the systems that are in place and the amount of physical to virtual machines, 
you will gain a solid understanding of what you need to work with to get the DR plan in place. This can also cover 
how staff interact with the infrastructure and what they expect to be able to do if it goes down.

2. Which data and systems are most important?
Identify which applications are critical to your business and which will have the biggest impact from a revenue and 
operational perspective if they are not available. This will help prioritise your DR planning. A business with a lot of 
web applications will need to consider their public IP, DNS cutover, where their end users are and bandwidth usage. 
If the apps are for internal use, then issues like VPN connectivity for the secondary site, Virtual Desktops and WAN 
will need to be considered ahead of data replication.

3. Have you been properly realistic about your RPO and RTO?
Do you really need all those systems back up immediately or can some of them wait? How long is really acceptable 
for you to wait to perform a recovery? How long will it be before your customers properly start complaining? These 
are all questions you need to answer. 

4. What’s the Budget?
Be realistic about the costs involved in a good DR plan. Real-time recovery for everything is expensive. Find the DR 
solution that best fits your budget. 

5. Testing?
What testing frequency do you have in place for your DR plan? Perception of the time it will take to recover fully is 
often different to the reality. Only by testing it regularly can you be sure it will work in the event of actual disaster. 
How regularly you test will depend on your attitude to risk and the solution you pick. 

As we intimated earlier, there is always some challenge or pain involved in invoking DR. As such DR should 
be reserved for major site level outages with smaller problems or failures being better handled through an 
uptime optimised infrastructure design (read our Uptime ebook). Because all DR solutions involve placing a 
copy of your data in another location it may be possible to combine a backup and DR requirement for better 
value (read our Business Continuity ebook).  

http://www.iomart.com
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How do you know if your DR is good enough?

How do you know if your DR solution is good enough for your applications, your 
databases and your environment?

The answer in the business could vary quite a bit. The IT department might well base its understanding on 
requirements that are several years old, where having data offsite or replicating to a standby site still seemed good 
enough. However the business management might well be adopting SaaS applications for use internally and to 
manage customer data, and therefore expects nothing less than continuous uptime. There could be a very big gap 
between IT and the rest of the business in the conversation about what ‘good DR’ actually means. Getting these two 
teams together to come to a joint understanding of what data you can afford to lose and how long you can afford 
to have your systems down is absolutely vital. 

Once there is agreement you can make the right DR decision for your business. 

http://www.iomart.com


As the most accredited cloud company in the UK, iomart’s 300+ expert consultants 
and solutions architects give you all the insight, guidance and technology you need to 
make the cloud work for you.

Call us now on 0800 040 7228 or email info@iomart.com to find out more.

About iomart

iomart helps organisations maximise the flexibility, cost effectiveness and security of the cloud.
With a dynamic range of managed cloud services that integrate with the hyper clouds of AWS and Azure, 
our agnostic approach delivers solutions tailored to your specific requirements.
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