
PREPARING YOUR DATABASE FOR
SELF-SERVICE ANALYTICS



Regardless of the solution you choose, 
preparing your database to optimize 
reporting speed is a key to success.

In IT, it is a commonly acknowledged fact that the
last thing developers think about when launching
an application is its reporting. But when it comes
to delivering modern business intelligence in the
form of visualizations and self-service capabilities,
o�en the last thing IT thinks about is whether their
database can actually deliver reporting. Regardless
of the analytics solution you choose, ensuring your
data can be rapidly retrieved is a key to success.

Self-service analytics in near real time is a primary
objective of modern BI. If the analytics solution
cannot support end-user expectations for perfor-
mance, or if the reporting infrastructure requires
too much IT support, then the economics of the
new solution might not make sense. Before im-

plementing self-service reporting, you should
determine whether your current database system
can handle the increased load, or if you’ll need to
invest in other hardware or so�ware.

This paper covers database and data-related
issues that organizations undertaking a project to
deliver improved self-service analytics to their us-
ers should consider. These are general guidelines
designed to help you frame your requirements for
a business intelligence project – ones that have
been gleaned from over 2000 successful imple-
mentations of the Izenda platform. But every da-
tabase is unique. Your database administrator will
be able to help determine the best path to prepare
your data for reporting.

IZENDA.COM 2



Do they require ad hoc reports?  Dashboards containing KPIs? Visualizations? Robust, visualization-heavy 
dashboards, for example, will generate heavier demand on an RDBMS than basic ad hoc reports.  

Audit your data. What data sources do users need? Do you need to report against more than one database? 
Are there data quality issues that need to be addressed before users try to do self-service reporting?

How quickly does a query need to be returned?  How live does the data need to be? Most reporting and BI 
allows for lag time, but end users may expect instant, real-time results when they do a query. 

How many clients, how many users, how many roles? Given the scale and scope of the project, infrastructure 
changes may move from “nice to have” to “necessary.”

If you are migrating from a legacy reporting platform like Crystal or SSRS, what existing reports do you need 
to deliver? How much reporting will you need to run in parallel, and for how long post-launch will you need to 
generate legacy reports for end users?

There are three basic options for data sources for self-service reporting:

1. Traditional data warehouse or OLAP solutions

2. Proprietary 3rd party analytics databases

3. An existing database, optimized for reporting

Each of these options has pros and cons for managing data for analytics. They should be evaluated prior 
to deciding on an analytics solution. 

Issues to consider when making a decision on a database for reporting include:

What do your end users need? 

Do you have all the data you need for reporting?  

Performance expectations. 

What is the scale of your project? 

Are there legacy reporting considerations? 

Preparing Your Database for Reporting
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itself a significant project. Once

One option is to o�load reporting data to an analytics database, such as a data warehouse or OLAP cube.
Although they significantly improve query speed, reporting databases require regular (usually nightly) ETL
processing, as well as an OLAP engine that performs analytic operations, and related database tools.

If data is coming from more 
than one data source, the 
analytics database will require 
a staging layer to hold the data 
extracted from each source 
and an integration layer to 
combine it before passing it to 
the data warehouse. 

Not surprisingly, implement-
ing an analytics database is in 

implemented, it will continue 
to require maintenance in the 
form of nightly ETL updates, as 
well as ongoing investments in 
hardware, so�ware and data-
base admin personnel. Nightly 
batch updates can be slow, 

01.
Data Warehouse/OLAP cube

“ When it comes to enhancing 
reporting in your application, 
your team needs to balance the 
costs of proprietary and OLAP-
based solutions against your 
application’s ROI.”

Director, Wimbleton Cross, Ltd.
DAVID OWENS

IZENDA.COM 4



But a ROLAP implementation is still a significant undertaking. It requires creation of an additional database to

run against an OLTP database; it requires a specialized star or snowflake schema design.
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leaving a large window of time during which the system is inaccessible. 

Queries against OLAP databases are not SQL-based, and so may require additional technical skills to imple-
ment. Finally, the nature of the ETL process means that data in the warehouse is only as fresh as the last ETL 
process, not real time. End users will need to understand the limitations on the freshness of their data. 

Analytics can also be performed on a relational database by implementing a variant of OLAP known as rela-
tional OLAP, or ROLAP. Although it uses a standard relational database, a ROLAP implementation does not 

query tools are not necessary. 

There are benefits to ROLAP. It is built on stable relational database technology. It’s scalable and fast: ROLAP
cubes can be built on the fly and cached to improve reporting speeds. Queries are SQL-based, so proprietary

hold aggregated data and (possibly custom coded) ETL to maintain.

• Can handle large data volumes
• Stable relational platform

involvement
• Users do not get real time data

PROS CONS

OLAP/ROLAP
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• ETL process requires significant IT



SQL, it may be di�icult to hire resources with these skills.

an interface for managing data sources that lets a business analyst, rather than a developer, define the data

Many third party BI tools have solved the issue by implementing their own analytics databases. Most solu-
tions require you to load reporting data into a proprietary database that is unique to the tool. Some provide 

model. These platforms are designed to rapidly return results from queries of large data volumes, as well as 
to return very granular query results. 

Proprietary databases tend to work well as enterprise tools, but the fact that they are developed and de-
ployed primarily for enterprises makes them a poor match for SMBs. 

THEY MAY:  
be resource-heavy, requiring additional investments in RAM memory or other third party tools 
require a high investment in IT resources, both for initial deployment and in daily processing, since 
these databases are o�en still loaded using batch ETL processes  
require ongoing IT support – and because some of these use proprietary query languages instead of 

 Independent so�ware vendors who are accustomed to agile development cycles may have a hard time 
adapting to the sometimes glacial pace of enterprise so�ware products. Finally, most third party products 
are not designed to be embedded and may not mesh well with existing applications.

02.
Third Party BI Reporting Databases
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• Ease of use
• Designed to handle large data volumes

• Expensive
• Not embeddable

 • Requires specialized syntax or 
additional tools

PROS CONS

THIRD PARTY REPORTING TOOLS
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Optimizing your existing database for reporting is a third option, one that should not be overlooked. By 
delivering reporting against an optimized database, instead of a third party solution, you can drive adoption 
and control costs for your customers. 

Optimization may work as a phase one deliverable; or, if your data doesn’t scale beyond the tens or hun-
dreds of thousands of rows, it may be e�ective enough to allow reporting (and CRUD operations) against
live data. This will depend on the application’s database model. 

Options to enhance database performance for reporting o�en seem counterintuitive; an instance where 
“everything you learned in Databases 101 was wrong,” but they do work. When your project team sits down 
with your DBA, the following are some key areas to consider in order to enhance database performance:

Selectively add data redundancy to improve 
read speed by reducing the number of JOINs 
required by a query.

Use existing reports and KPIs to identify the 
most common queries, which are the most 
likely candidates for pre-aggregation.

Add additional foreign and primary keys. Use an in-memory database caching system 
like Memcached or Redis.

03.
Optimizing Your Existing DB- 
Our Recommended Approach

Denormalize data Preaggregate data for reporting 

More indexes Caching
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for reports also simplifies the end user’s ex-

Set up reporting friendly views and proce-
dures that preaggregate the data that end 
users interact with most o�en. Using views 

perience and improves query performance. 

Does the database server have adequate CPU, memory, disk space? Consider clustering 
databases, updating the database version, and/or implementing load balancing. Also con-
sider upgrading hardware, like moving from disk storage to solid state storage drives. How 
will you know if you’ll need new infrastructure?

ASK THESE QUESTIONS:
 How many users can connect to the database at a time? 
 Are there many users doing updates to the system?
 What are the physical constraints of the network? 
 What kind of strain is the system under typically? 
 What geographies are in play?
 How long does database connectivity need to persist?
 At what times is the system at peak capacity? 
 Are there seasonal trends (e.g. tax season) that need to be supported? 

If you have multiple databases, then other considerations need to be taken into account, depending on 
the database types and their physical location.

Not always the best workaround when running 
queries against transactional databases, NOLOCK 
can end up returning dirty data if updates are 
rolled back a�er a query is returned. Ask your DBA 
for guidance on when it is not safe to run SELECTs 
with NOLOCK.

Views

Infrastructure upgrades

What if I have multiple databases?

Specify NOLOCK in selected queries

• Least expensive
• Fast to implement
• Can be implemented in phases

• May not be e�ective for millions of
rows.
 

PROS CONS

OPTIMIZING YOUR EXISTING DATABASE

8IZENDA.COM



• Performance may be an issue across 

• Could be easily broken if links to the 

• Di�icult to maintain if tables/fields are

di�ering database owners or if security

If you have data spread across multiple databases/locations, you can create linked servers. Once the serv -
ers are connected, you can use views to bring this data together for reporting purposes.

Izenda’s Fusion engine can connect to multiple databases to present tables and/or views as Data Sources 
without burdening the DBA with managing linked servers or other ETL processes. 

Izenda Fusion manages a cache of the data results to provide enhanced performance when querying data 
from multiple databases. Access to selected Data Sources can be restricted at the Table/View and/or Field 
level.

Linked Servers

Multiple Databases – Our Recommended Approach 

Conclusion

• Can solve the multiple database issue
• Can be implemented in phases

servers are interrupted by changes by 

is changed across the databases.

changed across databases
 
networks, and servers may be impact-
ed by volume of activity for both Re-
porting and CRUD.

PROS CONS

LINKED SERVERS

The promise of self-service BI is that it allows application end users to create their own reports, dashboards 
and data visualizations and to run queries on the fly. Equipping business users with self-service capability
speeds both time to question and time to answer, enabling business users to make more e�ective data-driv-
en decisions.

However, if organizations undertaking a project to deliver self-service to users don’t consider what infrastruc-
ture will support the new solution, even the best BI and analytics project will fail to meet end user expecta-
tions. 
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Looking to move beyond static reporting and IT-centric BI? Izenda is your partner.

Izenda enables so�ware companies to empower their users with self-service BI and visual data 
discovery.

Our platform embeds rapidly and seamlessly into applications to help so�ware companies get en-
hanced analytics to market faster, improve sales and customer retention, and free scarce technical 
resources to focus on innovation. 

Report from multiple data sources 
Alias database fields with business-friendly terms
Let non-technical users write queries without knowing SQL
Leverage your current security model, including user roles and access rights, to tailor re-
porting for di�erent users

Get out of the report writing business. Regardless of your current database implementation, Izenda 
allows you to deliver self-service analytics without costly investments in technology or professional 
services.

We have a variety of other resources to help you decide on a self-service reporting solution that 
best meets the needs of your application. You can try Izenda with your data in a free trial , or get a 
demo  personalized for your business requirements. www.izenda.com

About Izenda
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